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Abstract

We use an online experiment across the Arab Twittersphere and a nationally rep-

resentative survey experiment in Lebanon to evaluate what types of anti-bias inter-

ventions are most effective in reducing sectarian hate speech. We assess whether

two oft-cited drivers of intergroup conflict—high ingroup identity salience and elite

incitement—can be harnessed to mitigate sectarian attitudes and behaviors. In par-

ticular, we explore whether and to what extent messages priming common national

identity or common religious identity, with and without elite endorsements, decrease

the use of hostile anti-outgroup language. In line with our hypotheses, we find that

elite-endorsed messages that prime common religious identity are the most consistently

effective in reducing the spread of sectarian hate speech. By randomly assigning anti-

bias treatments to actual producers of online hate speech in their “natural habitats,”

and experimentally evaluating the effectiveness of these messages on a representative

sample of citizens that might be incidentally exposed to such speech, this work offers

a valuable contribution to the prejudice reduction literature. Our results also provide

new insights for researchers and policymakers alike on avenues for combating a dan-

gerous source of intergroup conflict and extremism in the Arab World and beyond.
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1 Introduction

From vitriolic sermons disseminated by Saudi Salafi televangelists to violent videos cir-

culated by ISIS and Shia militia groups, online sectarian discourse and hate speech are

increasingly commonplace across the Arab world. As the conflicts in Iraq, Syria, and Yemen

rage on, hostile messages and gory images circulate twenty-four hours a day through both

traditional and social media channels. While the use of sectarian language is hardly a new

phenomenon, dehumanizing religious slurs are increasingly making their way into everyday

discourse (Zelin and Smyth 2014).

Empirical studies and journalistic accounts suggest that the escalation of the Syrian civil

war, rising sectarian violence in Iraq, and the Saudi-led intervention in Yemen have been

marked by a proliferation of intolerant rhetoric online, especially anti-Shia hate speech (Abdo

2013; Siegel, Tucker, Nagler and Bonneau 2018). Language that frames members of a reli-

gious out-group as apostates, false Muslims, or infidels has become more widespread—among

clerics, fighters on the ground, and everyday citizens alike (Abdo 2015). The popularization

of sectarian language is especially visible online, where extremist voices are elevated, and

viral content spreads instantaneously. This content transcends national borders in real-time,

amplifying tensions and globalizing sectarian discourse (Wehrey 2013; Siegel 2015).

At first glance, online hate speech might appear relatively inconsequential in the face of

rising regional instability and mounting battlefield casualties. But such discourse can play a

key role in mobilizing ethnic conflict. Ethnic conflict is more likely to occur and spread when

groups have the opportunity to publicly express shared grievances and coordinate collective

action (Weidmann 2009; Cederman, Wimmer and Min 2010). Recent research suggests

that digital technology reduces barriers to collective action among coethnics by improving

access to information, increasing the likelihood of ethnic conflict and accelerating its spread

across borders (Weidmann 2015; Pierskalla and Hollenbach 2013; Bailard 2015). Moreover,

while hate speech is just one of many factors that interact to mobilize ethnic conflict, it

plays a particularly potent role in intensifying feelings of hate in mass publics (Vollhardt

et al. 2007; Gagliardone 2014). Recognizing the importance of online hate speech as an

early warning sign of ethnic violence, databases of multilingual hate speech are increasingly

used by governments, policy makers, and NGOs to detect and predict political instability,

violence, and even genocide (Gagliardone 2014; Tuckwood 2014a; Gitari et al. 2015a).

The popularity of sectarian hate speech in the Arab online sphere is particularly troubling

from a policy perspective, given the role that this rhetoric has played in recruitment efforts

by extremist groups. As unprecedented numbers of foreign fighters have traveled to Iraq and
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Syria to join the Islamic State, western and Arab governments have become concerned with

the power of online narratives and tools that have facilitated recruitment on such a large scale

(Benmelech and Klor 2016; Bora 2015). While often neglected by policy makers, sectarian

hate speech is an important component in radicalization and extremist mobilization on and

offline (Matthiesen 2015; Gerges 2014; Smith 2015; Siegel, Tucker, Nagler and Bonneau 2018;

Siegel and Tucker 2017).

A growing body of literature has explored the causes, dynamics, consequences, and de-

tection methods of online hate speech and political incivility more broadly.1 But much less is

known about what kinds of anti-bias or prejudice reduction strategies might be most effective

for combating the spread of online hate. The majority of studies addressing this topic have

assessed the efficacy of policy interventions banning, punishing, or deleting hateful content

online,2 but they do not explore what interventions might reduce support for or willigness

to spread such rhetoric in the first place.3

Seeking to gain a better understanding of what types of anti-bias messages are most

effective for reducing the spread of sectarian hate speech online—and support for this rhetoric

more broadly—we conducted an online experiment across the Arab Twittersphere and a

nationally representative survey experiment in Lebanon. We evaluate whether two oft-cited

sources of conflict—high in-group identity salience and elite incitement—can be harnessed to

mitigate sectarian behaviors. In particular, we explore whether messages priming common

national identity or common religious identity, with and without elite endorsements, reduce

support for and the use of hostile anti-outgroup language.

In the first experiment, following a technique developed by (Munger 2017b), we use

a “bot”—a Twitter account that we create and control—to tweet a variety of anti-bias

messages directed at Arab Twitter users who are tweeting sectarian content. Our bot, which

appears to be an average Sunni Twitter user from the Arabian Gulf, replies to Twitter users

who have recently tweeted anti-Shia content with one of five randomly assigned messages.

The first four messages sanction Twitter users for using sectarian slurs and prime 1) common

Muslim religious identity, 2) common Arab national identity, 3) common Muslim religious

identity with an endorsement from religious elites, or 4) common national identity with an

endorsement from political elites. In the fifth treatment condition, users receive sanctioning

message that does not contain a prime, allowing us to assess whether the experience of being

1See, for example, Silva et al. (2016); Tuckwood (2014b); Stroud et al. (2014); Coe, Kenski and Rains
(2014); Chau and Xu (2007); Oz, Zheng and Chen (2017); Davidson et al. (2017); Waseem and Hovy (2016);
Gitari et al. (2015b); Siegel (2015); Siegel, Tucker, Nagler and Bonneau (2018); Siegel, Tucker, Barbera,
Nitkin, Sterling, Pullen, Bonneau and Nagler (2018). (Faris et al. 2016) provides an overview of the literature
on online hate speech.

2See, for example, Gagliardone et al. (2015); Arun and Nayak (2016); Chandrasekharan et al. (2017)
3See Munger (2017b,a) for exceptions.
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confronted is sufficient to change behavior. A sixth group of users are assigned to a control

group and receive no message at all. In line with our hypotheses, we find that elite-endorsed

common religious identity primes are the most consistently effective in decreasing the spread

of sectarian hate speech in the Arab Twittersphere. These effects persist one month after

treatment and are particularly strong for Twitter users that have fewer friends in their

networks who regularly tweet sectarian content, and Twitter users that have lower numbers

of followers and therefore were more likely to see and pay attention to our treatments.

While our Twitter experiment goes directly to the source and tests the real-time effect

of prejudice-reduction strategies on individuals who regularly produce online hate speech,

it does not tell us anything about how our interventions might affect the attitudes and be-

havior of the millions of individuals who may be incidentally exposed to or influenced by

sectarian hate speech in the online sphere. To evaluate how our anti-bias interventions might

impact everyday citizens who may indirectly or directly encounter online hate speech, we

also test our messages on a representative sample of Arab citizens of all sectarian back-

grounds. Specifically, we conduct a nationally representative survey experiment in Lebanon,

a country with a diverse confessional makeup in which sectarian identities are particularly

salient.4 After receiving a message priming a common religious identity or a common na-

tional identity—with or without elite support— our survey respondents were asked to rate

a series of actual sectarian (anti-outgroup) tweets and counter-sectarian (promoting posi-

tive intergroup relations) tweets from the Arab Twittersphere. They assessed how favorably

they felt towards each message and its author, and indicated the likelihood that they would

share the tweet themselves on social media if it had come across their news feeds. In this

way, our survey experiment enabled us to assess how a representative sample citizens who

are incidentally exposed to online hate speech might react to our prejudice-reduction inter-

ventions. Providing more support for our hypotheses, the elite-endorsed common religious

identity prime produced the lowest favorability ratings of sectarian or anti-outgroup tweets

and the highest levels of support for counter-sectarian messages, or those promoting positive

intergroup relations, among Lebanese citizens.

By testing the relative effectiveness of several anti-bias interventions in reducing the

spread of anti-outgroup hate speech both among the real-world perpetrators of online hate

speech and a representative sample of citizens who were exposed to such speech, this study

provides a valuable contribution to the study of prejudice reduction. Our consistent finding

that sanctioning messages endorsed by religious elites are most effective both in deterring

the producers of online hate from spreading such content—and in deterring consumers of

4We provide background on the Lebanese context in Section 4
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such content from expressing support for it or sharing it themselves—also offer new evidence

of the potential for religious elites to play a mitigating role in intergroup conflict.

This work also delivers new perspective on the mechanisms by which anti-bias interven-

tions might reduce online hate speech. Specifically, we find that in the Twitter experiment,

simply receiving a critical message, may cause individuals to tweet less sectarian content—

particularly for those who do not regularly see sectarian hate speech in their networks. When

people are sanctioned and alerted to social norms, they may avoid engaging in “deviant”

behavior. Similarly, the results of our survey experiment demonstrate that Lebanese citi-

zens who incidentally observe hate speech are especially disinclined to express support for

such messages if they are concerned with appearing prejudiced. Finally, our research offers

new insights for researchers and policymakers alike on avenues for combating sectarian hate

speech, a dangerous driver of intergroup conflict and extremism in the Arab World and

beyond.

The rest of this paper is structured as follows: Section 2 provides the theoretical moti-

vation and lays out our hypotheses; Sections 3 and 4 outline our experimental designs and

present the results of the Twitter and survey experiments respectively; and Section 5 offers

conclusions.

2 Theoretical Motivation and Expectations

If we think about sectarianism from a social psychological perspective, it can be defined

as pro-ingroup bias based on affiliation to a particular confessional or religious group (Cairns

et al. 2006). Ingroup favoritism and preference for one’s own sect are key aspects of sectarian

belonging and identification, and are frequently associated with prejudice towards other

sectarian groups (Brewer 2007; Cairns et al. 2006). Sectarianism therefore involves a process

of identifying with a confessional group, or categorization of oneself and others along sectarian

lines.

When ingroup identity is salient, attitudes towards outgroups are often more negative.

Decades of social psychology research indicate that identification with a group—even ran-

dom assignment to a relatively meaningless “minimal group” in a laboratory setting—leads

individuals to establish an “us” vs. “them” mentality. This results in ingroup favoritism

and outgroup bias, which can exacerbate prejudicial attitudes and behaviors.5 As ingroup

identity salience grows stronger, the outgroup is homogenized and deindividuized, groups

5For example, subjects may assessing outgroup members more negatively in surveys or choose to allocate
more resources to members of their ingroup in a laboratory setting (Mullen, Brown and Smith 1992; Rabbie
and Horwitz 1969; Tajfel et al. 1971).

5



become more polarized, and anti-outgroup hostility rises.6

But can ingroup identity salience, a powerful psychological force that often exacerbates

intergroup hostility and conflict, be harnessed to reduce anti-outgroup prejudice? The social

psychology literature on self-categorization suggests that it can. Self-categorization theory

(Turner et al. 1987) posits that we cognitively construe the self through a process of com-

parison with other individuals in order to establish a sense of identification with an ingroup

and, consequently, establish who is part of the outgroup. It is therefore possible for us to

simultaneously hold multiple identities (Turner et al. 1987), and these identities vary with

regard to their degree of inclusiveness of others (Brewer and Gaertner 2001; Brewer 2007).

Self-categorization is dynamic, as several identity levels can be activated at the same time.

One can move up and down levels of identification, to more and less inclusive group identi-

ties, depending on the contextual cues they receive (Oakes et al. 2001; Dovidio and Gaertner

2010; Crisp and Hewstone 2007).

The malleability of group identity suggests that intergroup bias can be effectively com-

bated through identity recategorization—the process by which members of different groups

are primed to view themselves as members of a single, more inclusive superordinate group.

More specifically, the common in-group identity model, proposed by Gaertner et al. (2000),

establishes a theoretical link between recategorization and prejudice reduction. The model

suggests that recategorization shifts perceptions of ingroup boundaries by seeking to incor-

porate the outgroup into the ingroup. Laboratory studies and survey experiments employing

diverse interventions in a variety of cultural contexts have demonstrated that recategoriza-

tion, or shifting from a lower-level identity (e.g. sect) to a higher order superordinate identity

(e.g. common religious identity) frequently result in more positive attitudes and feelings to-

wards members of an outgroup.7

These studies suggest that recategorization can systematically reduce intergroup bias by

redefining what it means to be a member of an ingroup and directing ingroup favoritism

toward a more inclusive category of people. Demonstrating the strength of these superor-

dinate identity categories, other research suggests that when subgroups are recategorized

within a larger identity category, they tend to show even greater bias against the newly

defined outgroup. For example, following the reunification of Germany, while recategoriza-

tion alleviated conflict between the previously distinct East and West German subgroups,

it resulted in greater bias against the new superordinate outgroup: foreigners (Kessler and

6See McDoom (2012) for an overview of the political psychology literature on this topic.
7See, for example, (Gaertner et al. 2000; Houlette et al. 2004; Rebelo, Guerra and Monteiro 2004; Dovidio,

Gaertner and Loux 2000; Transue 2007; Vezzali et al. 2015; Charnysh, Lucas and Singh 2015; White et al.
2015; Gaertner et al. 2016; Lazarev and Sharma 2017; Levendusky 2018)
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Mummendey 2001). While in certain cultural contexts emphasizing a common national iden-

tity might displace prejudice onto a new outgroup and mobilize a new destructive form of

nationalism that could also ignite intergroup conflict, in the Arab context—where national

identity is historically extremely weak-and tribal and sectarian identities are much more

salient—this is less of a concern.

Motivated by the self-categorization literature, we first test whether increasing the salience

of super-ordinate social identities can reduce anti-outgroup prejudicial behavior—in this case

the spread of online sectarian messages. We hypothesize:

• H1a Common Arab Identity (Twitter): Receiving a response to a hateful sectarian

message that primes common Arab identity will make individuals less likely to tweet

hateful sectarian messages in the future, relative to those who receive no reply or those

who receive a message that does not contain a prime.

While we expect priming national identity to reduce users’ likelihood of spreading sectar-

ian messages, we posit that priming a common religious identity may have a more powerful

effect. While appeals to a common religion have been rarely used in the research on social

categorization,8 we expect that highlighting a common religious identity may be particu-

larly compelling given the strong religious component of sectarian identities. Furthermore,

appeals to common religion invoke moral obligations (Hardy and Carlo 2005; Colby and

Damon 2010), making them especially effective. Additionally, major world religions often

dictate that any divisions within a community of believers are sinful, whether those divisions

are racial, tribal, national, or otherwise (Lazarev and Sharma 2017). Finally, in the Arab

context where religious beliefs are extremely salient, priming a common religious identity cer-

tainly meets the “meaningful, relevant, and strong,”criteria for successful priming (Chong

and Druckman 2007). We therefore expect that priming a superordinate religious belief—a

common Muslim identity or a common belief in God—will be more effective than priming a

common national identity. This hypothesis is formalized below:

• H1b Common Religious Identity (Twitter): Receiving a response to a hateful

sectarian message that primes a common Muslim religious identity will make individ-

uals less likely to tweet hateful sectarian messages in the future, relative to those who

receive a common national identity prime and relative to those who receive no reply

or those who receive a message that does not contain a prime.

8See Lazarev and Sharma (2017) for an exception
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The analog of these hypotheses for our survey experiment, in which we test the effect

of these primes on the attitudes and behaviors of our nationally representative sample of

Lebanese citizens—individuals who might be incidentally exposed to online hate speech—is

as follows:

• H1c Common National Identity (Survey): Receiving a message priming common

Lebanese national identity will cause respondents to rate sectarian (counter-sectarian)

tweets less (more) favorably and will make respondents less (more) likely to share these

messages with their friends, relative to receiving no prime.

• H1d Common Religious Identity (Survey): Receiving a message priming a com-

mon religious identity (a common belief in God) will cause respondents to rate sec-

tarian (counter-sectarian) tweets less (more) favorably and will make respondents less

(more) likely to share these messages with their friends, relative to receiving a common

national identity prime and relative to receiving no prime.

In addition to ingroup identity salience, elite cues are another often-cited predictor of

anti-outgroup prejudice. Extensive research in both the American and comparative contexts

suggests that citizens rely on simple and reliable signals from elites in order to make policy

judgments.9 Elites often have incentives to shape public opinion toward an outgroup, and

when elites perceive a threat to their power, they may advocate punitive policies or work to

mobilize public opinion against outgroups (King and Wheelock 2007; Baumer, Messner and

Rosenfeld 2003).

But elite cues may also be harnessed to reduce prejudice. For example, elites have

sometimes been shown to move public opinion against policies that violate the civil liberties

of an opposition or outgroup (Stein 2013). Signals from elites can shape perceptions of an

outgroup, especially in a polarized political environment. Elites alert the public to social

norms within their ingroup, strongly influencing mass attitudes and behaviors toward the

outgroup (Pettigrew 1998; Dyck and Pearson-Merkowitz 2014).

Following the literature on elite cues and top-down approaches to prejudice reduction, we

expect that our messages will be more effective if they come from co-ethnic political elites

or religious leaders. Laboratory experimental evidence suggests that top-down approaches

to reducing sectarianism may be particularly effective in the Lebanese context (Kobeissi

and Harb 2013). We therefore hypothesize that messages priming the support of political

9See, for example: Lupia (1994); Lupia and McCubbins (1998); Druckman (2001); Druckman, Peterson
and Slothuus (2013). Druckman, Peterson and Slothuus (2013) provides a useful overview of the literature.
See Brader and Tucker (2008) for comparative perspective.
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elites and religious actors will be more effective at reducing sectarian biases than non-elite

endorsed messages. More specifically, we hypothesize:

• H2a Elite Common Arab Identity (Twitter): Receiving a response to a hateful

sectarian message that primes common Arab national identity and highlights support

from political elites will make individuals less likely to tweet hateful sectarian messages

in the future, relative to those who receive a reply priming national identity without

elite support and relative to those who receive a sanctioning message with no prime or

no reply at all.

• H2b Elite Common Religious Identity (Twitter): Receiving a response to a hate-

ful sectarian message that primes a common Muslim religious identity and highlights

support from religious leaders will make individuals less likely to tweet hateful sectar-

ian messages in the future, relative to those who receive all other primes and relative

to receiving a sanctioning message with no prime or no reply.

The analog of these hypothesis for the survey experiment are as follows:

• H2c Elite Common National Identity (Survey): Exposure to a common national

identity prime that highlights support from political leaders will cause respondents to

rate sectarian (counter-sectarian) tweets less (more) favorably and will make respon-

dents less (more) likely to share these messages with their friends, relative to receiving

a non-elite national identity prime and relative to receiving no prime.

• H2d Elite Common Religious Identity (Survey): Exposure to a common religious

identity (common belief in God) prime that highlights support from religious leaders

will cause respondents to rate sectarian (counter-sectarian) tweets less (more) favorably

and will make respondents less (more) likely to share these messages with their friends,

relative to receiving any other prime and relative to receiving no prime.

Taken together, we hypothesize that ingroup identity salience and elite cues—two often-

cited powerful drivers of intergroup conflict—can also be harnessed to reduce prejudicial

attitudes and behaviors. We expect that priming superordinate social identities and priming

elite support for reducing sectarianism will effectively decrease support for and the spread of

anti-outgroup content. We expect that common religious identity primes will be more effec-

tive than common national identity primes, and elite-support primes will be more effective

than those that do not include elite support. All of these hypotheses were registered with

EGAP before collecting data or conducting our analyses.

9



3 Twitter Experiment:

3.1 Experimental Design

Adapting a method developed by Munger (2017b) to experimentally reduce racist harass-

ment on Twitter, we first conducted an experiment in which we reply to Arab Twitter users

who have tweeted sectarian content with a randomly assigned anti-bias message and mea-

sure the post-treatment change in their behavior over time. We identified subjects who had

regularly tweeted sectarian content over a six month period between July 2017 and January

2018 and had recently posted a tweet containing a sectarian slur at the time of our experi-

ment. We then assigned each subject to a control group or one of five treatment conditions

described in detail below. Using a Twitter account that we created and controlled, a “bot”,

we tweeted at the subjects in the treatment groups to tell them that their behavior was

causing fitna—the commonly used Arabic word for sectarian discord or strife. We varied

whether the bot’s message primed common Muslim identity or common Arab identity as

well as whether or not it primed religious or political elite support of these messages, or

contained no prime at all. We then monitored the subjects’ Twitter behavior for one month

after treatment, to evaluate the persistence of our treatment effect.

As a brief aside regarding the ethics of our study, this experiment indeed deceives par-

ticipants who are unaware that our human-controlled (non-automated) “bot” is in fact a

researcher. However, because Twitter is a public forum on which people frequently engage

with strangers who may or may not be misrepresenting their identities, the interactions our

subjects experienced during our experiment were not outside of the realm of ordinary expe-

riences on Twitter. Having a public Twitter account entails interacting with others online,

and the treatment in our study simply involved receiving one tweet from a stranger. Fur-

thermore, because the individuals in our study are engaging in hostile sectarian discourse

on a public forum, their behavior is particularly likely to attract interactions from a diverse

array of accounts. For this reason, our study received approval from NYU’s Internal Review

Board and we do not believe it harmed our subjects or other Twitter users in any way.

The first step in performing this experiment was to find Twitter users who regularly

tweet sectarian content. We began with a dataset collected by Siegel, Tucker, Nagler and

Bonneau (2018) to identify all Twitter users who had tweeted messages containing Arabic

anti-Shia slurs at least five times over a six month period between July 2017 and January

2018. These tweets were identified using a dictionary-based hate speech detection approach

developed by Siegel (2015). Given that scholars of sectarianism have identified a series of

key terms used in the online sphere to dehumanize and degrade Shia populations (Abdo

10



2015; Zelin and Smyth 2014), tweets containing these slurs represent a reliable measure of

the public expression of anti-Shia hostility (Siegel 2015; Siegel, Tucker, Nagler and Bonneau

2018). A list and explanation of these terms can be found in Appendix A.

Beginning on January 31, 2018, the first day of our experiment, we used Twitter’s Ad-

vanced Search function to find users who had sent a tweet containing an anti-Shia slur in the

past six hours. To be included in our experiment, a user had to also appear in our anti-Shia

users dataset, indicating that they had regularly tweeted sectarian content within the past

six months. We excluded any users who did not fit this criteria. We also excluded users

whose profiles were less than two months old, as very new accounts have often been banned

for violating Twitter’s terms of service. Because we are interested in non-elite users, we

excluded all accounts with more than 10,000 followers. While it can be difficult to determine

age on Twitter, we additionally excluded any accounts of users who provided profile infor-

mation suggesting that they might be minors. We also manually inspected each account and

excluded any users that appeared to be bots, based on criteria identified by (Stukal et al.

2017).

After determining that each user met these inclusion criteria, they were randomly as-

signed to one of five treatment arms or a control group. Because this manual process10 was

quite time consuming and a limited number of subjects met this criteria each day, we treated

50 subjects every day for 20 days between January 31, 2018 and February 19, 2018, for a

total of 1,000 subjects. However, because anti-Shia slurs are quite common among pro-ISIS

and other extremist Twitter users, a large number of our subjects’ profiles were suspended

over the course of our experiment. We were left with a total of 798 subjects whose profiles

had not been banned one month after treatments were initially conducted. There were,

however, no statistically significant differences in attrition rates between the treatment and

control groups.

Following (Munger 2017b), we aimed to convince our subjects that they were receiving

a message from a real person, and attempted to make our bot look as convincing as possi-

ble. Because past research demonstrates that the vast majority of Twitter users tweeting

anti-Shia sectarian content are Sunni Muslims from Saudi Arabia and other Gulf Cooper-

ation Council countries (Siegel, Tucker, Nagler and Bonneau 2018; Siegel 2015), we made

our bot an average looking Sunni male Twitter user from Gulf, named Mohammed Ahmed.

Mohmmed Ahmed’s user profile picture and background picture were copied from actual

Gulf Twitter users, and the description of his location, the Arabic word for ‘Gulf,” is quite

common among Twitter users from GCC countries. We created Mohammed Ahmed’s ac-

10NYU’s IRB prohibited us from automating this process.
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count over a year before running the experiment so that he did not appear to be a bot. We

also purchased Mohammed Ahmed 500 Arab Twitter followers, which have Arabic language

names and Twitter biographies. In between applying treatments, Mohammed Ahmed fre-

quently tweeted news about soccer and Quranic verses—both of which are very popular in

the Arab Twittersphere. Mohammad Ahmed actually gained several followers, likes, and

retweets naturally over the course of the experiment, highlighting the realistic nature of the

account.

Figure 1: Gulf Twitter Bot for all Treatments

Each time Mohammed Ahmed tweeted at a subject, they received a notification from

Twitter. Because non-elite users typically receive only a few notifications per day (Munger

2017b), our subjects were very likely to see the messages we sent them. Subjects received

a reply to their tweet within about six hours of tweeting, making treatments more realistic.

The primary outcome of interest is to see how subjects responded to receiving a message from

Mohammed Ahmed. The randomly assigned Arabic messages each group of users received

from Mohammed Ahmed are translated as follows:

• Control: No Message

• Placebo (No Prime): “That language sows (sectarian) discord/strife.”

• Common National Identity: “That language sows (sectarian) discord/strife. We

are all Arab.”

• Common Religious Identity: “That language sows (sectarian) discord/strife. We

are all Muslim.”
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• Elite Common National Identity: “Many political leaders say that language sows

(sectarian) discord/strife. We are all Arab.”

• Elite Common Religious Identity: “Many religious leaders say that language sows

(sectarian) discord/strife. We are all Muslim.”

3.2 Results

The coefficient plot in Figure 2 shows the effect of each treatment on users’ anti-Shia tweet

count one day, one week, two weeks, and one month after treatment for all subjects in our

experiment, relative to the control group. Following Munger (2017a) because the data used

to measure our outcome variable of interest—anti-Shia tweet count—is overdispersed count

data, we used negative binomial regression models. We also replicate all of our analysis using

OLS and these results are presented in Appendix B.11 At first glance, the only effect that

appears significant is the common religious identity with elite support prime, two weeks and

one month after treatment. Converting our estimates to odds ratios for ease of interpretation,

these effects represent a 29% and 24% reduction in the use of anti-Shia hate speech. None

of the other treatments have significant effects, though they are all in the expected negative

direction. While this finding is in line with our hypotheses, that a common religious identity

prime with elite support would be the most effective treatment for reducing sectarian hate

speech, it appears that receiving the placebo message, which only highlighted that a tweet

caused fitna or sectarian strife may have had have had almost as strong of a negative effect

as receiving any of our treatments. This suggests that simply receiving a message criticizing

one’s behavior is perhaps as effective as receiving a particular prime, though the messages

containing a religious elite prime were the only treatments that had statistically significant

effects.

11The OLS results are all in the same direction as the negative binomial models, although the time period
in which effects remain statistically significant is often shorter.
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Figure 2: Effect of Treatment on Anti-Shia Tweet Count
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This coefficient plot shows the results of three negative binomial models, where the outcome

variable is the daily, weekly, biweekly, or monthly count of anti-Shia tweets produced by

subjects (Twitter Users) in our experiment. Estimates are log of the expected Anti-Shia

tweet counts for each period. Each regression also controls for the subject’s pre-treatment

tweet count. The full output is displayed in regression Table A3 in Appendix A.

Upon examining our data, one concern is that some users in our sample had too many

followers and therefore were not effectively exposed to our treatment. Users with several

thousand followers might receive hundreds of notifications a day, and may not have seen our

treatment message from Mohammed Ahmed. If this is the case, our treatment may have

had stronger effects than Figure 2 indicates. Looking at the distribution of followers among

our subjects in Figure 3, while the majority of our subjects have at most a few hundred

followers, those subjects with higher follower counts may not have all been properly exposed

to our treatment.
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Figure 3: Distribution of Follower Counts
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Restricting our analysis to users who have the median number of followers (250) or fewer,

we see stronger effects of the common religious identity prime with elite support and also

observe that the common religious identity prime significantly reduces anti-Shia tweets in

the post-treatment period. We also replicate this analysis with different thresholds ranging

from 200 - 400 tweets to ensure that our results are not driven by the selection of the median,

a relatively arbitrary threshold.12 The coefficient plot in Figure 4 shows the effect of each

treatment on users’ anti-Shia tweet count one day, one week, two weeks, and one month after

treatment for users with 250 or fewer followers. Once again, because our outcome variable

of interest—anti-Shia tweets—is a count variable, we use negative binomial models, though

the analysis is replicated using OLS in Appendix A. Providing further evidence in support of

our hypotheses, these results demonstrate that priming common religious identity with elite

support is the most effective treatment for reducing sectarian discourse on Twitter. It has

statistically significant results at the .10 level one day after treatment and at the .05 level

one week, two weeks, and one month after treatment. The effect of the common religious

identity prime is statistically significant at the .10 level one day, one week, and two weeks

post treatment. Converting the estimates displayed in the coefficient plots to odds ratios

12These results are displayed in Table A5, A4, A6, and A7.
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to ease interpretation, these treatment effects represent almost a 50% reduction in sectarian

tweets one week after treatment, which persists for a month after treatment. The common

Arab identity prime with elite endorsement is also statistically significant at the .10 level

one week post treatment. All other effects—including receiving a critical message with no

prime—remain in the expected direction, though these effects are not significant. Given

that users in our sample tweeted (on average) ten anti-Shia tweets in the two months before

treatment, this effect size represents an average decrease of 5 tweets per subject. With tens

of thousands of individuals tweeting Arabic-language anti-Shia hate speech every day (Siegel

2015), this effect represents a substantively large reduction in the use of sectarian hate speech

in the Arab Twittersphere.

Figure 4: Effect of Treatment on Anti-Shia Tweet Count (Median or Fewer Followers)
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This coefficient plot shows the results of three negative binomial models, where the outcome

variable is the daily, weekly, biweekly, or monthly count of anti-Shia tweets produced by

subjects (Twitter Users) in our experiment. This plot shows the results for users who have

250 or fewer followers. Estimates are log of the expected Anti-Shia tweet counts for each

period. Each regression also controls for the subject’s pre-treatment tweet count. The full

output is displayed in regression Table A4 in Appendix A.

In addition to assessing differential treatment effects by follower count, we also examined

how the composition of individual’s networks might change their amenability to our anti-bias

interventions. While all of our subjects tweet hostile anti-Shia content, some of them may
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be embedded in networks where this behavior is quite common, whereas others may be some

of the more hostile people in their networks. To assess treatment affects by network type,

we gathered network data for each subject—a list of all user-ids in each subject’s friend

network. We then cross-referenced these user-ids with our datset of all tweets containing

anti-Shia slurs in the pre-treatment period. For each subject, we calculated how many

friends in their network had tweeted anti-Shia slurs in the pre-treatment period. We then

assessed the differential effects of our treatments on users with high (above the median)

and low (below the median) numbers of friends who produce anti-Shia hate speech. The

results, displayed in Figure 5 below, show that while the elite endorsed religious-identity

prime is still the most consistently effective, this is particularly true for subjects with lower

levels of anti-Shia hostility in their networks. Where the results differ most dramatically is

among subjects who simply receive a sanctioning message without a prime. Users in hostile

anti-Shia networks are not deterred by receiving a sanctioning message alone, whereas those

in networks where anti-Shia hostility is rare are significantly deterred one day, week, and

two weeks after treatment. This suggests that the public sanctioning component of our

primes—while effective for those users in less hostile networks—does not affect those who

are regularly exposed to hostile language and perhaps view it to be more socially acceptable.
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Figure 5: Effect of Treatment on Anti-Shia Tweet Count (Low vs. High Numbers of
Anti-Shia Friends in Friend Network)
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This coefficient plot shows the results of three negative binomial models, where the outcome

variable is the daily, weekly, biweekly, or monthly count of anti-Shia tweets produced by sub-

jects (Twitter Users) in our experiment. This plot shows the results for users who have low

(below the median) or high (above the median) levels of anti-Shia hostility in their friend

networks. Estimates are log of the expected Anti-Shia tweet counts for each period. Each re-

gression also controls for the subject’s pre-treatment tweet count. The full output is displayed

in regression Table A10 in Appendix A.
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It is also possible that the effects of our treatments might be different for Twitter users

from different countries or regions. Examining the top 10 locations of users in our sample, we

see that while the majority of users are located in the Gulf—and therefore share an identity

with our bot Mohammed Ahmed—many users are located in other parts of the Arab World

and may have had different responses to our treatments.

Table 1: Distribution of User Locations

Locations Freq

Gulf Cooperation Council Countries 630

Yemen 127

Syria 37

Iraq 23

Lebanon 11

Egypt 9

US 8

Algeria 7

Turkey 6

Libya 5

Table 1 shows the top 10 locations of subjects in our experiment. We could not identify the

location of 83 subjects. Location was determined first by analyzing tweet-level metadata and

then by manual coding of each user’s profile to ensure more accurate location identification.

Restricting our analysis only to users in Gulf countries with the median number of fol-

lowers or fewer, we see even stronger treatment effects, with the common religious identity

elite prime reducing anti-Shia tweets by 64% one week after treatment, 60% two weeks after

treatment, and 45% one month after treatment. The common religious identity prime also

had significant effects, causing a 54% reduction in anti-Shia tweets one week after treatment.

The common Arab identity prime with elite endorsement is also statistically significant at

the .10 level one week post treatment. As in our previous analysis, all other treatment effects

were in the expected direction, though they were not significant.
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Figure 6: Effect of Treatment on Anti-Shia Tweet Count (Gulf Users)
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This coefficient plot shows the results of three negative binomial models, where the outcome

variable is the daily, weekly, biweekly, or monthly count of anti-Shia tweets produced by

subjects (Twitter users) from the Gulf. Estimates are log of the expected Anti-Shia tweet

counts for each period. Location of Twitter users was determined using account metadata

and manual coding of each user profile.This model includes covariates and the full output is

displayed in regression Table A8 in Appendix A.

By contrast, when we restrict our data analysis to users from conflict zones–Yemen, Syria

and Iraq—the next most popular locations in our sample after the Gulf countries, we do not

see statistically significant treatment effects one day, week, or two weeks after treatment. The

elite common religious identity treatment effect is still the most negative, but these effects

are only statistically significant one month after the treatment. Perhaps, unsurprisingly, in

locations where continuous exposure to violent sectarian conflict is commonplace, simply

being criticized on Twitter is not sufficient to stop people from expressing anti-outgroup

hatred on social media.
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Figure 7: Effect of Treatment on Anti-Shia Tweet Count
Conflict Zone Users

(Yemen, Iraq, and Syria)
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This coefficient plot shows the results of three negative binomial models, where the outcome

variable is the daily, weekly, biweekly, or monthly count of anti-Shia tweets produced by

Twitter users from conflict zones (Yemen, Iraq, and Syria). Estimates are log of the expected

Anti-Shia tweet counts for each period. Location of Twitter users was determined using

account metadata and manual coding of each user profile. This model includes covariates

and the full output is displayed in regression Table A9 in Appendix A.

Taken together, these results support of our hypothesis that common religious identity

messages with elite support most effectively reduce anti-Shia hate speech on Twitter. These

effects are stronger for users with fewer followers, users in networks with lower levels of

anti-Shia hostility, and users located in the Gulf, who share a common identity with our

bot, Mohammed Ahmed. While our common religious identity, common Arab identity, and

common Arab identity with elite support primes also appear to reduce the production of

anti-Shia hate speech, these effects are not consistently statistically significant and dissipate

faster.
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4 Survey Experiment

While the results of our Twitter experiment provide compelling evidence that common re-

ligious identity primes emphasizing elite support can effectively reduce anti-Shia hate speech

among its most egregious perpetrators in the Arab Twittersphere, this tells us very little

about how our prejudice reduction strategy might affect the behavior of the millions of

citizens that may be incidentally exposed to this type of hate speech online. Seeking to

understand the impact of our prejudice reduction interventions beyond the particular Twit-

ter users that frequently produce this content, we also conducted a survey experiment on a

nationally representative sample of 500 Lebanese adults.

Lebanon is an amalgam of religious confessional groups, boasting 17 different sectarian

groups that tenuously share social and political power. The main sectarian groups are

Shia Muslim (27%), Sunni Muslim (27%), Maronite Christian (21%), Druze (5.6%), and

Orthodox Christian (6%) sects. The remaining groups include various sects within Islam

and Christianity (Lebanese Information Center 2013). The country has a long history of

sectarian violence dating back at least two centuries, with each subsequent war or conflict

disrupting the political status quo and then reshaping it into a new system with the support

of regional and international actors (Ziadeh 2006). Lebanon’s prolonged and bloody civil

war from 1975-1990 ended with the Taif agreement, which reinforced the distribution of

government positions along sectarian lines. Under this consociational system, the President

is a Maronite Christian, the Prime Minister is a Sunni Muslim, and the Speaker of Parliament

is Shia Muslim (Traboulsi 2007).

In this context, sectarian identities play an important role in politics, business transac-

tions, socioeconomic status distinction, and territorial dominance (Traboulsi 2007; Ziadeh

2006). Survey research suggests that Lebanese citizens express high levels of sectarianism

regardless of sect, region of origin, or gender (Harb 2010). For example, in daily conver-

sation, it is common to find one person probing the other for sign of his or her sectarian

belonging (Ziadeh 2006). Today, sectarian tensions in Lebanon are on the rise, partly as a

consequence of the ongoing regional proxy war between Iran and Saudi Arabia and the influx

of primarily Sunni Syrian refugees, which threatens to upend the country’s delicate sectarian

balance. In fact, our survey was carried out from November 9, 2017 to November 23, 2017,

during a time of particularly high tension, just days after Lebanon’s Prime Minister Saad

Hariri announced his resignation in a televised address from Riyadh in which he accused

Iran of sowing “discord, devastation and destruction” in the Arab World (Daher 2018). This

highly polarized sectarian environment provides a fruitful setting to assess the effectiveness

of anti-bias primes in reducing support for hateful messages and willingness to spread of hate
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speech among potential incidental consumers of online hate speech.

4.1 Experimental Design

Our subjects, a nationally representative sample of 500 adult Lebanese citizens, were

asked to participate in a survey about social and political attitudes and beliefs in Lebanon.

Participants were selected by Information International (II), a Beirut-based survey firm using

multi-stage probability sampling. Neighborhoods in each city were selected that represent the

confessional diversity of the area. Then households were selected based on systematic random

sampling according to the estimated number of buildings in the neighborhood. Primary

respondents over the age of 18 from each household were sampled based on their most recent

birthdays.13 Subjects first completed a series of questions about their political and sectarian

attitudes. They then completed a battery of questions about their media consumption habits

and social media use.

After completing these questions, subjects were randomly assigned to receive one of four

anti-bias primes (embedded in the instructions for the next section) or were assigned to a

control group that did not receive a prime. After reading the prime or control message,

all subjects were then asked to rate several tweets containing sectarian (anti-outgroup) and

counter-sectarian (promoting positive inter-group relations) rhetoric. Subjects assessed each

tweet according to how favorably they felt towards each message and its author, and how

likely they would be to share the message with others. These rating scores are our primary

outcome variable of interest. The primes, adapted from messages used in previous laboratory

experiments on identity recategorization in the Lebanese context (Sagherian and Harb 2010),

are embedded in the tweet-rating instructions and mirror the messages used in the Twitter

experiment. They are translated from Arabic below, and the prime-specific text is italicized

here for emphasis:

• No Prime: Over the past few years, there has been a rise in sectarian tensions in

Lebanon and across the Middle East. Sectarian issues have been widely discussed on

Twitter, a popular social networking site on which users can post messages of 140

characters or less and share messages with their friends. You will now be presented

with several messages from Twitter users on this topic and will answer a few questions

about each message.

• Common National Identity Prime: Over the past few years, there has been a rise

13For more details on the sampling process and the sample demographics, see the Sample Details section
of Appendix B.
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in sectarian tensions in Lebanon and across the Middle East. But many people agree

that their sect does not make them better than anyone else. They agree that we are

all Lebanese and we all should be equal. We all live on one land. We share the same

history and the same future; we share the same culture, the same food, and language.

Most importantly, we share a common Lebanese identity.

Such sectarian issues have been widely discussed on Twitter, a popular social network-

ing site on which users can post messages of 140 characters or less and share messages

with their friends. You will now be presented with several messages from Twitter users

on this topic and will answer a few questions about each message.

• Common Religious Identity Prime: Over the past few years, there has been a

rise in sectarian tensions in Lebanon and across the Middle East. But many people

agree that their sect does not make them better than anyone else. They agree that we

all believe in one God and we should all be equal. We all live on one land, we share

the same history and the same future; we share the same culture, the same food, and

language. Most importantly, we share a common belief in God.

Such sectarian issues have been widely discussed on Twitter, a popular social network-

ing site on which users can post messages of 140 characters or less and share messages

with their friends. You will now be presented with several messages from Twitter users

on this topic and will answer a few questions about each message.

• Elite Common National Identity Prime: Over the past few years, there has been a

rise in sectarian tensions in Lebanon and across the Middle East. But many prominent

politicians including members of the March 8 bloc, the March 14 bloc, and independents

have called for people to come together. They agree that we are all Lebanese and we

all should be equal. We all live on one land. We share the same history and the same

future; we share the same culture, the same food, and language. Most importantly, we

share a common Lebanese identity.

Such sectarian issues have been widely discussed on Twitter, a popular social network-

ing site on which users can post messages of 140 characters or less and share messages

with their friends. You will now be presented with several messages from Twitter users

on this topic and will answer a few questions about each message.

• Elite Common Religious Identity Prime: Over the past few years, there has

been a rise in sectarian tensions in Lebanon and across the Middle East. But many

prominent Christian, Sunni, and Shia religious leaders have issued religious decrees

calling for people to come together and stop inciting sectarian hatreds. They agree that
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we all believe in one God and we all should be equal. We all live on one land. We

share the same history and the same future; we share the same culture, the same food,

and language. Most importantly, we share a common belief in God.

Such sectarian issues have been widely discussed on Twitter, a popular social network-

ing site on which users can post messages of 140 characters or less and share messages

with their friends. You will now be presented with several messages from Twitter users

on this topic and will answer a few questions about each message.

After receiving these instructions, subjects rated a series of eight randomly ordered im-

ages of actual Arabic language tweets on an IPad, rated the users who sent the tweets, and

rated their likelihood of sharing such messages themselves on social media. We then assessed

the effects of being assigned to one of these treatments (relative to the control group) on

the favorability and sharing likelihood ratings of all eight tweets. We also control for demo-

graphic characteristic and a range of questions evaluating religiosity and sectarian attitudes,

described in detail in Appendix B.

4.2 Results

The coefficient plot in Figure 8 shows the effect of each of our treatments on subject’s

combined ratings of four sectarian (anti-outgroup) and four counter-sectarian (promoting

positive intergroup relations) tweets. These results suggest that receiving the elite common

religious identity prime caused respondents to rate sectarian tweets more negatively and

counter-sectarian tweets more positively in aggregate.14 As Figure 8 demonstrates, like we

observed in the Twitter experiment, the common religious identity prime with elite support

significantly increases support for counter-sectarian tweets and the users who sent them and

decreases support for sectarian tweets and the users who sent them overall. While in the

expected direction, the effect does not have a statistically significant effect on the likelihood

of sharing tweets. The effect displayed in Figure 8 is driven primarily by more positive ratings

of counter-sectarian (promoting positive intergroup relations) tweets. Subjects who received

this prime were six times as likely to rate counter-sectarian tweets favorably and almost

three times as likely to rate the users who sent them favorably. That being said, receiving

the common religious identity prime with elite support also caused respondents to give

lower ratings to sectarian (anti-outgroup) tweets,though these results were not consistently

14To create our outcome variables—combined tweet ratings, user ratings, and likelihood of sharing
ratings—we subtract subjects’ ratings of counter-sectarian tweets tweets from their ratings of sectarian
tweet ratings in order to measure the degree to which their overall ratings of the tweets expressed sectarian
attitudes. Because our outcome variables of interest are ordinal variables, we use ordered logit models.
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Figure 8: Effect of Primes on All Tweet Ratings
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This coefficient plot shows the results of three ordinal logit models, where the outcome vari-
able is an index of tweet ratings created by subtracting subjects’ ratings of counter-sectarian
tweets (tweets promoting positive intergroup relations) as “Unfavorable”, “Neither Favorable
nor Unfavorable”, or “Favorable” from their comparable ratings of sectarian tweets (anti-
outgroup tweets). Values of this variable are “Counter-Sectarian” (negative values), “Neither
Sectarian nor Counter-Sectarian” (zero), or “Sectarian” (positive values). Estimates are or-
dered log-odds. This model includes covariates and the full output is displayed in regression
Table B15 in Appendix B. Odds ratios are reported in Table B16 in Appendix B.
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statistically significant. Plots and regression tables breaking these results down by tweet

type can be found in Appendix B.

Neither of the common national identity primes (with or without elite support) had a

significant effect on tweet ratings in aggregate, though the national identity primes with elite

support significantly increased favorability ratings of counter-sectarian tweets and the users

who sent them. As expected, these results suggest that the elite common religious identity

primes are the most consistently effective at reducing sectarian tweet ratings. In particular,

we find that this prime both decreases support for sectarian messages and increases support

for counter-sectarian messages. Although the effect of the elite common religious identity

on reducing support for sectarian messages alone is not statistically significant, this prime

significantly reduces aggregate sectarian ratings of all tweets and and the positive effect of this

prime on support for counter-sectarian messages is both substantively large and statistically

significant at the 0.05 level.

Our survey experiment also provides some insights into the mechanisms by which our

primes might effective. One of the strongest predictors of unfavorable ratings for sectarian

tweets and favorable ratings for counter-sectarian tweets in our survey experiment was users’

level of motivation to control prejudice (MCP)— or their concern with acting prejudiced or

being perceived as prejudiced. To assess one’s efforts at controlling negative judgments about

outgroup members, we use an additive index of the 11-item subscale of the original Motiva-

tion to Control Prejudice scale (Dunton and Fazio 1997). These items are rated on a five

point Likert-type scale ranging from 1 (strongly agree) to 5 (strongly disagree).15 Individuals

with high levels of MCP were less likely to give favorable ratings to sectarian (anti-outgroup)

content and more likely to give favorable ratings to counter-sectarian (encouraging positive

intergroup relations) tweets. Our treatment effects were larger for users with low levels of

MCP as users with high levels of MCP tend to rate sectarian tweets negatively and counter-

sectarian tweets positively regardless of the prime they receive. This finding, that Lebanese

citizens who are exposed to hate speech are especially unlikely to express support for hostile

messages if they are concerned with being perceived as prejudiced, goes hand in hand with

our finding in the Twitter experiment that simply receiving a critical message may cause

individuals to tweet less sectarian content—particularly for those who do not regularly see

sectarian hate speech in their networks. In both cases, when people are concerned with or

alerted to social norms, they may avoid engaging in behavior that could be seen as “de-

viant” or outside of what is publicly acceptable. Together, these results provide evidence

that although priming a common religious identity with elite support is a particularly effec-

15Because this scale is usually used to study race relations, it was modified to substitute “religious sect”
for Black/White in the Lebanese context.
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tive means of reducing sectarian behavior, public sanctioning or activation of individuals’

motivation to control prejudice may also be successful approaches.

5 Conclusions

Taken together, the results of both our experiment in the Arab Twittersphere and our

nationally representative survey experiment in Lebanon indicate that priming common re-

ligious identity in a manner that emphasizes elite support most effectively deterred regular

producers of online hate speech from disseminating hostile content, and also makes the ev-

eryday citizens who may be incidentally exposed to online hate speech more supportive of

tweets advocating positive intergroup relations and less supportive of tweets containing hate

speech.

While priming common religious identity itself also significantly reduced the production

of hate speech in our Twitter experiment, we did not observe these results in our survey

experiment. Additionally, priming common Arab identity with elite support significantly

increased support for counter-sectarian messages in the survey experiment and decreased

the user of anti-Shia hate speech in the Twitter experiment, though these results were less

consistent over time. By testing the effectiveness of theoretically motivated anti-bias inter-

ventions both in an organic online context targeting frequent perpetrators of hate speech and

in a nationally representative sample of citizens who may be incidentally exposed to such

online content, this study offers a valuable contribution to the study of prejudice reduction

and intergroup conflict.

Our results also provide important insights into the factors that prompt individuals to

share—or not share—hateful content online in general. One of the strongest predictors of

unfavorable ratings for sectarian tweets and favorable ratings for counter-sectarian tweets

in our survey experiment was users’ level of motivation to control prejudice (MCP)—their

concern with acting prejudiced or being perceived as prejudiced. Individuals with high

levels of MCP were less likely to give favorable ratings to sectarian content and more likely

to give favorable ratings to counter-sectarian tweets. Along these lines, in our Twitter

experiment, simply receiving a message criticizing the use of anti-Shia slurs reduced users’

future likelihood of tweeting such content, particularly among users in networks where hate

speech was less common. Our results therefore suggest that approaches to countering online

hate speech that activate individuals’ awareness of social norms or make them more concerned

with being perceived as prejudice may be particularly effective.

Finally, our findings offer policy insights for decreasing online hate speech and countering
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violent extremism in the Arab World, and perhaps in other contexts as well. Our results

demonstrate that the activation of salient ingroup identities and exposure to elite cues—

two processes that often exacerbate intergroup tensions—can also be harnessed to mitigate

them. As researchers and policy makers continue to develop interventions to reduce prejudice

and extremism both on and offline, emphasizing common superordinate group identities,

galvanizing elite support, and drawing attention to social norms may be especially fruitful

strategies.
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étrangère (1):169–180.

Davidson, Thomas, Dana Warmsley, Michael Macy and Ingmar Weber. 2017. “Automated

Hate Speech Detection and the Problem of Offensive Language.” Unpublished Manuscript

. Available at: https://arxiv.org/pdf/1703.04009.pdf.

30



Dovidio, John F and Samuel L Gaertner. 2010. “Intergroup bias.” Handbook of social psy-

chology .

Dovidio, John F, Samuel L Gaertner and Stephenie Loux. 2000. “Subjective experiences

and intergroup relations: The role of positive affect.” The message within: The role of

subjective experience in social cognition and behavior pp. 340–371.

Druckman, James N. 2001. “The implications of framing effects for citizen competence.”

Political behavior 23(3):225–256.

Druckman, James N, Erik Peterson and Rune Slothuus. 2013. “How elite partisan polariza-

tion affects public opinion formation.” American Political Science Review 107(01):57–79.

Dunton, Bridget C and Russell H Fazio. 1997. “An individual difference measure of

motivation to control prejudiced reactions.” Personality and Social Psychology Bulletin

23(3):316–326.

Dyck, Joshua J and Shanna Pearson-Merkowitz. 2014. “To know you is not necessarily to

love you: The partisan mediators of intergroup contact.” Political Behavior 36(3):553–580.

Faris, Robert, Amar Ashar, Urs Gasser and Daisy Joo. 2016. “Understanding harmful speech

online.”.

Gaertner, Samuel L, John F Dovidio, Brenda S Banker, Missy Houlette, Kelly M Johnson

and Elizabeth A McGlynn. 2000. “Reducing intergroup conflict: From superordinate

goals to decategorization, recategorization, and mutual differentiation.” Group Dynamics:

Theory, Research, and Practice 4(1):98.

Gaertner, Samuel L, John F Dovidio, Rita Guerra, Eric Hehman and Tamar Saguy. 2016. “A

common ingroup identity: Categorization, identity, and intergroup relations.” Handbook

of prejudice, stereotyping, and discrimination pp. 433–454.

Gagliardone, Iginio. 2014. “Mapping and Analysing Hate Speech Online.” Social Science

Research Network .

Gagliardone, Iginio, Danit Gal, Thiago Alves and Gabriela Martinez. 2015. Countering

online hate speech. UNESCO Publishing.

Gerges, Fawaz A. 2014. “ISIS and the Third Wave of Jihadism.” Current History

113(767):339.

31



Gitari, Njagi Dennis, Zhang Zuping, Hanyurwimfura Damien and Jun Long. 2015a. “A

Lexicon-based Approach for Hate Speech Detection.” International Journal of Multimedia

and Ubiquitous Engineering 10(4):215–230.

Gitari, Njagi Dennis, Zhang Zuping, Hanyurwimfura Damien and Jun Long. 2015b. “A

lexicon-based approach for hate speech detection.” International Journal of Multimedia

and Ubiquitous Engineering 10(4):215–230.

Harb, Charles. 2010. “Describing the Lebanese Youth: A National and Psycho-social Sur-

vey.” Issam Fares Institute for Public Policy and International Affairs, Working Paper

Series (1). Beirut: American University of Beirut .

Hardy, Sam A and Gustavo Carlo. 2005. “Identity as a source of moral motivation.” Human

development 48(4):232–256.

Houlette, Melissa A, Samuel L Gaertner, Kelly M Johnson, Brenda S Banker, Blake M Riek

and John F Dovidio. 2004. “Developing a more inclusive social identity: An elementary

school intervention.” Journal of Social Issues 60(1):35–55.
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A Appendix A: Twitter Experiment

Measuring anti-Shia Tweet Content

Table A1: Anti-Shia Slurs

These keywords were used to filter the initial Twitter dataset to include tweets that contained at least one
derogatory reference to the Shia population.

Description of anti-Shia Slurs:

In the years following the escalation of the Syrian civil war, six main slurs have frequently

been used to disparage Shia Muslims (Abdo 2015; Zelin and Smyth 2014): “Rejectionist”

(Rafidha), “Party of the Devil”(Hizb al-Shaytan), “Party of Lat” (Hizb al-Laat), “Majus”,

“Followers of Nusayr” (Nusayri), and“Safavid” (Safawi). “Rejectionist” refers to Twelver

Shiites, the largest of the Shia sects, and implies that they have rejected “true” Islam as

they allegedly do not recognize Abu Bakr and his successors as having been legitimate rulers

after the death of the Prophet Mohammad. “Party of the Devil” and “Party of Laat” are

both used in reference to Hezbollah and its Shia followers. “Laat” alludes to the pre-Islamic

Arabian goddess al-Laat, who was believed to be a daughter of God. This brands Hezbollah

and its supporters as a group of polytheist non-believers. “Majus” is a derogatory term that

references Zoroastrianism, implying that Shia Islam is nothing more than a deviant religion

of the past. “Nusrayri” or “Followers of Nusayr” is a reference to Abu Shuayb Muhammad

Ibn Nusayr, the founder of the Alawite offshoot of Shia Islam during the eighth century. It

implies that the Alawite religion is not divinely inspired as it follows a man, rather than

God. Finally, “Safawi,” which recalls the Safavid dynasty that ruled Persia from 1501 to

1736, is used to depict Shia ties to Iran. Sometimes the term is also used as a neologism of
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“Sahiyyu-Safawi” (Zionist-Safawi) to suggest that there is a conspiracy between Israel and

Iran against Sunni Muslims.

Descriptive Statistics

Table A2: Descriptive Statistics for Twitter Experiment

n mean sd min max
Anti-Shia Pre-Treatment Tweet Count 798.00 10.48 27.62 0.00 300.00
Anti-Shia Post-Treatment Tweet Count 798.00 9.53 24.91 0.00 474.00
Pre-Treatment Total Tweet Count 798.00 262.46 389.82 0.00 3427.00
Post-Treatment Total Tweet Count 798.00 295.27 411.36 0.00 3784.00
Followers Count 798.00 831.14 1424.64 1.00 9558.00

Regression Tables
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Table A3: Effect of Treatment on Anti-Shia Tweet Count
All Users

(Odds Ratios)

Dependent variable:

Day Week Two Weeks Month

Arab ID 0.618 0.796 0.840 0.717
(0.352) (0.262) (0.229) (0.214)

Religious ID 1.006 0.806 0.871 0.975
(0.354) (0.274) (0.239) (0.222)

Arab ID (Elite) 1.070 0.782 0.719 0.733
(0.353) (0.274) (0.240) (0.223)

Religious ID (Elite) 0.828 0.686 0.614∗ 0.668†

(0.355) (0.273) (0.239) (0.221)

No ID 0.786 0.783 0.683† 0.789
(0.346) (0.263) (0.231) (0.214)

Anti-Shia Pre-Treatment Tweet Count (Day) 1.453∗∗∗

(0.027)

Anti-Shia Pre-Treatment Tweet Count (Week) 1.177∗∗∗

(0.009)

Anti-Shia Pre-Treatment Tweet Count (Two Weeks) 1.123∗∗∗

(0.006)

Anti-Shia Pre-Treatment Tweet Count (Month) 1.064∗∗∗

(0.004)

Constant 0.417∗∗∗ 1.135 1.942∗∗∗ 3.914∗∗∗

(0.263) (0.201) (0.177) (0.165)

Observations 798 798 798 798
Log Likelihood −703.054 −1,183.269 −1,516.944 −1,970.058
θ 0.194∗∗∗ (0.023) 0.287∗∗∗ (0.025) 0.354∗∗∗ (0.027) 0.384∗∗∗ (0.024)
Akaike Inf. Crit. 1,420.107 2,380.537 3,047.889 3,954.116

Note: †p<0.1; ∗p<0.05; ∗∗p<0.01; ∗∗∗p<0.001

Estimates are from negative binomial models. The dependent variable is the anti-Shia tweet count in each post-treatment
period. Coefficients are reported as odds ratios. Standard Errors are in parentheses. Analysis is conducted on all subjects.
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Table A4: Effect of Treatment on Anti-Shia Tweet Count
Users with the Median Number of Followers or Fewer

(Odds Ratios)

Dependent variable:

Day Week Two Weeks Month

Arab ID 0.286∗ 0.571 0.628 0.632
(0.510) (0.388) (0.346) (0.332)

Religious ID 0.319∗ 0.476† 0.615 0.862
(0.522) (0.402) (0.356) (0.339)

Arab ID (Elite) 0.692 0.568 0.567 0.657
(0.477) (0.388) (0.347) (0.332)

Religious ID (Elite) 0.168∗∗ 0.235∗∗∗ 0.251∗∗∗ 0.349∗∗

(0.559) (0.418) (0.367) (0.343)

No ID 0.615 0.618 0.598 0.764
(0.477) (0.385) (0.345) (0.329)

Anti-Shia Pre-Treatment Tweet Count (Day) 1.345∗∗∗

(0.029)

Anti-Shia Pre-Treatment Tweet Count (Week) 1.134∗∗∗

(0.010)

Anti-Shia Pre-Treatment Tweet Count (Two Weeks) 1.097∗∗∗

(0.008)

Anti-Shia Pre-Treatment Tweet Count (Month) 1.064∗∗∗

(0.006)

Constant 0.711 1.712† 2.861∗∗∗ 4.567∗∗∗

(0.373) (0.304) (0.273) (0.264)

Observations 402 402 402 402
Log Likelihood −330.352 −579.380 −757.895 −962.376
θ 0.213∗∗∗ (0.038) 0.291∗∗∗ (0.036) 0.347∗∗∗ (0.036) 0.360∗∗∗ (0.032)
Akaike Inf. Crit. 674.703 1,172.760 1,529.791 1,938.752

±p<0.1; ∗p<0.05; ∗∗p<0.01; ∗∗∗p<0.001

Estimates are from negative binomial models. The dependent variable is the anti-Shia tweet count in each post-treatment
period. Coefficients are reported as odds ratios. Standard Errors are in parentheses. Analysis is limited to Twitter users who
have equal to or less than the median number of Twitter followers.
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Table A5: Effect of Treatment on Anti-Shia Tweet Count
Users with 200 Followers or Fewer

(Odds Ratios)

Dependent variable:

Day Week Two Weeks Month

Arab ID 0.767 0.747 0.758 0.686
(0.248) (0.246) (0.250) (0.258)

Religious ID 0.591∗ 0.601∗ 0.697 0.901
(0.264) (0.258) (0.259) (0.265)

Arab ID (Elite) 0.821 0.694 0.679 0.711
(0.248) (0.247) (0.251) (0.259)

Religious ID (Elite) 0.568∗ 0.428∗∗ 0.362∗∗∗ 0.381∗∗∗

(0.263) (0.264) (0.268) (0.271)

No ID 0.875 0.700 0.702 0.682
(0.247) (0.247) (0.251) (0.259)

Anti-Shia Pre-Treatment Tweet Count (Day) 1.168∗∗∗

(0.010)

Anti-Shia Pre-Treatment Tweet Count (Week) 1.095∗∗∗

(0.006)

Anti-Shia Pre-Treatment Tweet Count (Two Weeks) 1.081∗∗∗

(0.005)

Anti-Shia Pre-Treatment Tweet Count (Month) 1.060∗∗∗

(0.005)

Constant 1.694∗∗ 2.611∗∗∗ 3.668∗∗∗ 5.452∗∗∗

(0.196) (0.194) (0.199) (0.206)

Observations 366 366 366 366
Log Likelihood −624.951 −722.547 −841.151 −985.722
θ 1.057∗∗∗ (0.130) 0.890∗∗∗ (0.098) 0.776∗∗∗ (0.075) 0.676∗∗∗ (0.058)
Akaike Inf. Crit. 1,263.902 1,459.093 1,696.302 1,985.445

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01

Estimates are from negative binomial models. The dependent variable is the anti-Shia tweet count in each post-treatment
period. Coefficients are reported as odds ratios. Standard Errors are in parentheses. Analysis is limited to Twitter users who
have 200 Twitter followers or fewer.
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Table A6: Effect of Treatment on Anti-Shia Tweet Count
Users with 300 Followers or Fewer

(Odds Ratios)

Dependent variable:

Day Week Two Weeks Month

Arab ID 0.773 0.760 0.741 0.688
(0.236) (0.234) (0.232) (0.240)

Religious ID 0.767 0.865 0.874 0.973
(0.243) (0.239) (0.238) (0.245)

Arab ID (Elite) 0.860 0.726 0.675 0.708
(0.236) (0.237) (0.235) (0.242)

Religious ID (Elite) 0.603∗ 0.495∗∗ 0.426∗∗∗ 0.458∗∗

(0.247) (0.247) (0.246) (0.249)

No ID 0.928 0.765 0.680 0.777
(0.230) (0.231) (0.230) (0.237)

Anti-Shia Pre-Treatment Tweet Count (Day) 1.171∗∗∗

(0.010)

Anti-Shia Pre-Treatment Tweet Count (Week) 1.100∗∗∗

(0.006)

Anti-Shia Pre-Treatment Tweet Count (Two Weeks) 1.086∗∗∗

(0.005)

Anti-Shia Pre-Treatment Tweet Count (Month) 1.061∗∗∗

(0.004)

Constant 1.621∗∗ 2.435∗∗∗ 3.480∗∗∗ 5.132∗∗∗

(0.184) (0.184) (0.183) (0.190)

Observations 432 432 432 432
Log Likelihood −747.056 −867.872 −995.404 −1,166.757
θ 0.979∗∗∗ (0.110) 0.827∗∗∗ (0.082) 0.761∗∗∗ (0.068) 0.662∗∗∗ (0.052)
Akaike Inf. Crit. 1,508.111 1,749.744 2,004.808 2,347.513

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01

Estimates are from negative binomial models. The dependent variable is the anti-Shia tweet count in each post-treatment
period. Coefficients are reported as odds ratios. Standard Errors are in parentheses. Analysis is limited to Twitter users who
have 300 Twitter followers or fewer.
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Table A7: Effect of Treatment on Anti-Shia Tweet Count
Users with 350 Followers or Fewer

(Odds Ratios)

Dependent variable:

Day Week Two Weeks Month

Arab ID 0.283∗ 0.598 0.635 0.650
(0.508) (0.362) (0.319) (0.307)

Religious ID 0.834 0.777 0.805 0.947
(0.473) (0.363) (0.322) (0.310)

Arab ID (Elite) 0.712 0.584 0.578± 0.705
(0.476) (0.366) (0.323) (0.309)

Religious ID (Elite) 0.535 0.295∗∗ 0.285∗∗∗ 0.371∗∗

(0.482) (0.379) (0.333) (0.314)

No ID 0.599 0.681 0.609 0.805
(0.467) (0.353) (0.313) (0.300)

Anti-Shia Pre-Treatment Tweet Count (Day) 1.438∗∗∗

(0.030)

Anti-Shia Pre-Treatment Tweet Count (Week) 1.154∗∗∗

(0.010)

Anti-Shia Pre-Treatment Tweet Count (Two Weeks) 1.098∗∗∗

(0.007)

Anti-Shia Pre-Treatment Tweet Count (Month) 1.055∗∗∗

(0.005)

Constant 0.611 1.504 2.658∗∗∗ 4.348∗∗∗

(0.365) (0.280) (0.249) (0.240)

Observations 463 463 463 463
Log Likelihood −418.281 −689.831 −886.856 −1,117.594
θ 0.189∗∗∗ (0.029) 0.294∗∗∗ (0.033) 0.356∗∗∗ (0.035) 0.367∗∗∗ (0.030)
Akaike Inf. Crit. 850.562 1,393.662 1,787.711 2,249.189

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01

Estimates are from negative binomial models. The dependent variable is the anti-Shia tweet count in each post-treatment
period. Coefficients are reported as odds ratios. Standard Errors are in parentheses. Analysis is limited to Twitter users who
have 350 Twitter followers or fewer.
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Table A8: Effect of Treatment on Anti-Shia Tweet Count
Gulf Cooperation Council (GCC) Countries Twitter Users

Dependent variable:

Day Week Two Weeks Month

Arab ID 0.903 0.695 0.818 0.797
(0.325) (0.316) (0.320) (0.340)

Religious ID 1.087 0.462∗ 0.728 1.134
(0.337) (0.328) (0.326) (0.343)

Arab ID (Elite) 0.973 0.569 0.641 0.838
(0.322) (0.316) (0.319) (0.336)

Religious ID (Elite) 0.997 0.359∗∗ 0.404∗∗ 0.546
(0.340) (0.340) (0.338) (0.350)

No ID 0.963 0.641 0.700 0.809
(0.313) (0.309) (0.313) (0.331)

Anti-Shia Pre-Treatment Tweet Count (Day) 1.210∗∗∗

(0.016)

Anti-Shia Pre-Treatment Tweet Count (Week) 1.131∗∗∗

(0.011)

Anti-Shia Pre-Treatment Tweet Count (Two Weeks) 1.098∗∗∗

(0.009)

Anti-Shia Pre-Treatment Tweet Count (Month) 1.069∗∗∗

(0.006)

Constant 1.338∗ 2.848∗∗∗ 3.505∗∗∗ 4.348∗∗∗

(0.257) (0.253) (0.258) (0.275)

Observations 247 247 247 247

±p<0.01; ∗p<0.05; ∗∗p<0.01; ∗∗∗p<0.001

Estimates are from negative binomial models. The dependent variable is the anti-Shia tweet count in each post-treatment
period. Coefficients are reported as odds ratios. Standard Errors are in parentheses. Analysis is limited to Twitter users
whose Twitter profiles indicate that they are located in GCC countries and who have equal to or less than the median number
of Twitter followers.

44



Table A9: Effect of Treatment on Anti-Shia Tweet Count
Yemen, Iraq, and Syria (Conflict Zone) Twitter Users

Dependent variable:

Day Week Two Weeks Month

Arab ID 0.960 0.864 0.763 0.642
(0.478) (0.333) (0.300) (0.277)

Religious ID 1.596 0.675 0.841 1.052
(0.490) (0.360) (0.319) (0.292)

Arab ID (Elite) 0.908 0.611 0.506∗ 0.523∗

(0.502) (0.357) (0.320) (0.292)

Religious ID (Elite) 1.344 0.908 0.725 0.720
(0.472) (0.336) (0.304) (0.279)

No ID 1.134 1.004 0.716 0.795
(0.471) (0.331) (0.300) (0.275)

Anti-Shia Pre-Treatment Tweet Count (Day) 1.535∗∗∗

(0.036)

Anti-Shia Pre-Treatment Tweet Count (Week) 1.193∗∗∗

(0.015)

Anti-Shia Pre-Treatment Tweet Count (Two Weeks) 1.124∗∗∗

(0.010)

Anti-Shia Pre-Treatment Tweet Count (Month) 1.057∗∗∗

(0.005)

Constant 0.323∗∗ 1.138 2.279∗∗∗ 4.997∗∗∗

(0.354) (0.249) (0.224) (0.207)

Observations 419 419 419 419
Log Likelihood −385.019 −661.301 −849.519 −1,115.349
θ 0.187∗∗∗ (0.029) 0.320∗∗∗ (0.037) 0.365∗∗∗ (0.036) 0.405∗∗∗ (0.034)
Akaike Inf. Crit. 784.037 1,336.602 1,713.038 2,244.698

Estimates are from negative binomial models. The dependent variable is the anti-Shia tweet count in each post-treatment
period. Coefficients are reported as odds ratios. Standard Errors are in parentheses. Estimates are from negative binomial
models. The dependent variable is the anti-Shia tweet count in each post-treatment period. Coefficients are reported as odds
ratios. Standard Errors are in parentheses. Analysis is limited to Twitter users whose Twitter profiles indicate that they are
located in Yemen, Iraq, or Syria and who have equal to or less than the median number of Twitter followers.
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Table A10: Effect of Treatment on Anti-Shia Tweet Count for Subjects in Networks with
Low Amounts of Anti-Shia Hate Speech

Dependent variable:

Day Week 2 Weeks Month

(1) (2) (3) (4)

Arab ID 0.274± 0.568 0.851 0.775
(0.715) (0.555) (0.473) (0.466)

Religious ID 0.249± 0.312∗ 0.435± 0.531
(0.739) (0.581) (0.495) (0.479)

Arab ID (Elite) 0.621 0.470 0.582 0.772
(0.690) (0.563) (0.483) (0.471)

Religious ID (Elite) 0.078∗∗ 0.113∗∗∗ 0.146∗∗∗ 0.302∗

(0.861) (0.634) (0.534) (0.488)

No ID 0.335 0.343± 0.417± 0.697
(0.702) (0.564) (0.483) (0.466)

Anti-Shia Pre-Treatment Tweet Count (Day) 1.600∗∗∗

(0.139)

Anti-Shia Pre-Treatment Tweet Count (Week) 1.296∗∗∗

(0.039)

Anti-Shia Pre-Treatment Tweet Count (Two Weeks) 1.192∗∗∗

(0.020)

Anti-Shia Pre-Treatment Tweet Count (Month) 1.097∗∗∗

(0.011)

Constant 1.003 1.971 2.294∗ 3.722∗∗∗

(0.557) (0.453) (0.390) (0.385)

Observations 198 198 198 198
Log Likelihood −162.025 −272.285 −343.338 −452.690
θ 0.215∗∗∗ (0.056) 0.308∗∗∗ (0.057) 0.423∗∗∗ (0.069) 0.415∗∗∗ (0.054)
Akaike Inf. Crit. 338.051 558.570 700.676 919.381

Note: ∗p<0.05; ∗∗p<0.01; ∗∗∗p<0.001

Estimates are from negative binomial models. The dependent variable is the anti-Shia tweet count in each post-treatment
period. Coefficients are reported as odds ratios. Standard Errors are in parentheses. Estimates are from negative binomial
models. The dependent variable is the anti-Shia tweet count in each post-treatment period. Coefficients are reported as odds
ratios. Standard Errors are in parentheses. Analysis is limited to Twitter users whose Twitter friend networks indicate that
they have less than the median number of friends who tweet anti-Shia content and less than the median number of Twitter
followers.
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Table A11: Effect of Treatment on Anti-Shia Tweet Count for Subjects in Networks with
High Amounts of Anti-Shia Hate Speech

Dependent variable:

Day Week 2 Weeks Month

(1) (2) (3) (4)

Arab ID 0.259± 0.544 0.472 0.572
(0.727) (0.517) (0.471) (0.458)

Religious ID 0.442 0.755 0.817 1.198
(0.692) (0.521) (0.475) (0.465)

Arab ID (Elite) 0.616 0.488 0.440± 0.545
(0.634) (0.510) (0.464) (0.451)

Religious ID (Elite) 0.225∗ 0.344∗ 0.298∗ 0.346∗

(0.749) (0.539) (0.485) (0.468)

No ID 1.121 1.053 0.815 0.875
(0.607) (0.493) (0.456) (0.450)

Anti-Shia Pre-Treatment Tweet Count (Day) 1.287∗∗∗

(0.028)

Anti-Shia Pre-Treatment Tweet Count (Week) 1.095∗∗∗

(0.010)

Anti-Shia Pre-Treatment Tweet Count (Two Weeks) 1.070∗∗∗

(0.008)

Anti-Shia Pre-Treatment Tweet Count (Month) 1.051∗∗∗

(0.007)

Constant 0.504 1.479 3.284∗∗∗ 5.109∗∗∗

(0.479) (0.387) (0.355) (0.350)

Observations 207 207 207 207
Log Likelihood −171.162 −312.820 −416.179 −514.678
θ 0.259∗∗∗ (0.063) 0.322∗∗∗ (0.055) 0.349∗∗∗ (0.049) 0.348∗∗∗ (0.042)
Akaike Inf. Crit. 356.324 639.640 846.358 1,043.355

Note: ∗p<0.05; ∗∗p<0.01; ∗∗∗p<0.001

Estimates are from negative binomial models. The dependent variable is the anti-Shia tweet count in each post-treatment
period. Coefficients are reported as odds ratios. Standard Errors are in parentheses. Estimates are from negative binomial
models. The dependent variable is the anti-Shia tweet count in each post-treatment period. Coefficients are reported as odds
ratios. Standard Errors are in parentheses. Analysis is limited to Twitter users whose Twitter friend networks indicate that
they have more than the median number of friends who tweet anti-Shia content and less than the median number of Twitter
followers.
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OLS Analysis

The outcome variable of interest in our analysis is the number of times a subject tweeted

a tweet containing an anti-Shia sectarian slur. This is a “count variable,” and because it

only takes non-negative integer values, it therefore violates a fundamental assumption of OLS

regression. Generalized linear models, which rely on different assumptions, are often used to

deal with this issue. While Poisson regression is frequently used, these models further assume

that the variance and expected value of the outcome variable are equal. In cases in which

the variance is significantly higher than the expected value—as it is in our analysis—the

negative binomial model relaxes this assumption.

This means the negative binomial model used in our primary analysis makes assumptions

about the shape of the distribution of the outcome variable also, and some have argued that

the potential bias generated by violations of assumptions of this kind of parametric model

pose greater risk than that of vanilla OLS regression. To address this possibility, we replicated

the analysis in the main body of the paper using OLS. As the tables below demonstrate, using

OLS all results are in the same direction as in the negative binomial models. Furthermore,

the primary result—that the elite-endorsed common religious identity prime is the most

consistently effective in reducing anti-Shia tweets in the post-treatment period—remains the

same. However, using the OLS models these results are only significant at the 0.1 level, and

the effects are no longer statistically significant one month after treatment.
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Table A12: Effect of Treatment on Anti-Shia Tweet Count
Users with the Median Number of Followers or Fewer

(OLS Models)

Dependent variable:

Day Week Two Weeks Month

Arab ID −0.145 −0.113 −0.081 −0.162
(0.094) (0.127) (0.150) (0.183)

Religious ID −0.099 −0.123 −0.086 −0.059
(0.096) (0.130) (0.154) (0.188)

Arab ID (Elite) 0.031 −0.062 −0.059 −0.105
(0.094) (0.127) (0.151) (0.183)

Religious ID (Elite) −0.202∗ −0.316∗ −0.404∗∗ −0.495∗∗
(0.096) (0.129) (0.153) (0.187)

No ID −0.051 −0.142 −0.164 −0.136
(0.094) (0.126) (0.150) (0.183)

Anti-Shia Pre-Treatment Tweet Count (Day) 0.498∗∗∗

(0.041)

Anti-Shia Pre-Treatment Tweet Count (Week) 0.638∗∗∗

(0.039)

Anti-Shia Pre-Treatment Tweet Count (Two Weeks) 0.666∗∗∗

(0.040)

Anti-Shia Pre-Treatment Tweet Count (Month) 0.645∗∗∗

(0.042)

Anti-Shia Pre-Treatment Tweet Count (Two Months) 0.192∗ 0.335∗∗ 0.461∗∗∗ 0.662∗∗∗

(0.075) (0.102) (0.122) (0.149)

Observations 402 402 402 402
R2 0.282 0.412 0.423 0.386
Adjusted R2 0.271 0.403 0.415 0.377
Residual Std. Error (df = 395) 0.490 0.662 0.785 0.956
F Statistic (df = 6; 395) 25.805∗∗∗ 46.121∗∗∗ 48.350∗∗∗ 41.445∗∗∗

±p<0.01; ∗p<0.05; ∗∗p<0.01; ∗∗∗p<0.001

Estimates are from OLS models. The dependent variable is the anti-Shia tweet count in each post-treatment period. Standard
Errors are in parentheses. Analysis is limited to Twitter users who have equal to or less than the median number of Twitter
followers.
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Table A13: Effect of Treatment on Anti-Shia Tweet Count
Gulf Users

(OLS Models)

Dependent variable:

Day Week Two Weeks Month

Arab ID −0.753 −1.028 −1.207 −2.815
(0.731) (1.355) (2.582) (5.400)

Religious ID −0.975 −0.495 0.557 4.663
(0.741) (1.374) (2.623) (5.482)

Arab ID (Elite) −0.677 −1.121 −1.120 −1.434
(0.723) (1.340) (2.555) (5.346)

Religious ID (Elite) −1.110 −2.617± −4.603± −7.083
(0.748) (1.386) (2.638) (5.504)

No ID −0.235 −0.496 −1.227 −2.971
(0.713) (1.322) (2.522) (5.271)

Anti-Shia Pre-Treatment Tweet Count (Day) 0.375∗∗∗

(0.042)

Anti-Shia Pre-Treatment Tweet Count (Week) 0.578∗∗∗

(0.053)

Anti-Shia Pre-Treatment Tweet Count (Two Weeks) 1.007∗∗∗

(0.077)

Anti-Shia Pre-Treatment Tweet Count (Month) 1.602∗∗∗

(0.107)

Anti-Shia Pre-Treatment Tweet Count (Two Months) 2.060∗∗∗ 2.767∗ 3.126 2.466
(0.593) (1.098) (2.092) (4.377)

Observations 247 247 247 247
R2 0.262 0.336 0.422 0.494
Adjusted R2 0.244 0.319 0.408 0.481
Residual Std. Error (df = 240) 2.842 5.265 10.028 20.971
F Statistic (df = 6; 240) 14.234∗∗∗ 20.209∗∗∗ 29.236∗∗∗ 39.022∗∗∗

±p<0.01; ∗p<0.05; ∗∗p<0.01; ∗∗∗p<0.001

Estimates are from OLS models. The dependent variable is the anti-Shia tweet count in each post-treatment period. Standard
Errors are in parentheses. Analysis is limited to Twitter users who are from the Gulf and have equal to or less than the
median number of Twitter followers.
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Table A14: Effect of Treatment on Anti-Shia Tweet Count
Conflict Zone Users

(OLS Models)

Dependent variable:

Day Week Two Weeks Month

Arab ID 1.245 0.891 0.918 −0.480
(2.216) (3.141) (3.220) (4.881)

Religious ID 0.624 0.180 −0.878 −1.353
(2.239) (3.173) (3.253) (4.932)

Arab ID (Elite) 2.585 1.258 −1.200 −3.651
(2.295) (3.258) (3.350) (5.098)

Religious ID (Elite) 1.275 1.023 −0.674 −3.004
(2.200) (3.123) (3.203) (4.860)

No ID 1.016 −1.506 −1.084 3.151
(2.265) (3.215) (3.292) (5.016)

Anti-Shia Pre-Treatment Tweet Count (Day) 0.862∗∗∗

(0.069)

Anti-Shia Pre-Treatment Tweet Count (Week) 0.853∗∗∗

(0.055)

Anti-Shia Pre-Treatment Tweet Count (Two Weeks) 0.743∗∗∗

(0.046)

Anti-Shia Pre-Treatment Tweet Count (Month) 0.693∗∗∗

(0.067)

Anti-Shia Pre-Treatment Tweet Count (Two Months) 0.569 1.503 2.608 4.792
(1.777) (2.518) (2.582) (3.915)

Observations 96 96 96 96
±p<0.01; ∗p<0.05; ∗∗p<0.01; ∗∗∗p<0.001

Estimates are from OLS models. The dependent variable is the anti-Shia tweet count in each post-treatment period. Standard
Errors are in parentheses. Analysis is limited to Twitter users who are from Iraq, Yemen, or Syria and have equal to or less
than the median number of Twitter followers.
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Appendix B: Survey Experiment

Measurement of Other Covariates

• Motivation to Control Prejudice: To assess ones efforts at controlling negative

judgments about outgroup members, we will use an 11-item subscale of the original

Motivation to Control Prejudice scale (Dunton and Fazio, 1997). These items will be

rated on a five point Likert-type scale ranging from 1 (strongly agree) to 5 (strongly

disagree). Because this scale is usually used to study race relations, it was modified to

substitute “religious sect” for “Black/White” in the Lebanese context. A sample item

is “It’s important to me that other people not think I’m prejudiced.” Al-Jarrah (2007)

administered the subscale to a sample of American University of Beirut students, and

the data reflected good reliability of Cronbachs α = .74. We will adjust for this along

with several other covariates (below).

• Sectarianism: We use a five item scale adopted from Harb et al. (2006) to measure

sectarianism. Sample items included: My sect can serve Lebanon better than any other

sect and I am proud of belonging to my sect. When the scale was administered to a

sample of Lebanese youth, it showed good internal consistency (Cronbachs α =.85)

(Harb, 2010). The respondents answered the items on this scale on a scale from 1

(strongly disagree) to 5 (strongly agree). In a recent study surveying a nationally

representative sample of N = 500 Lebanese adults, this scale displayed very good

internal consistency, with Cronbachs α = .80 (Badaan and Jost, 2016).

• Religiosity: We use a measure put forth by Rebeiz and Harb, 2010; Badaan and

Jost, 2016. The current study used a modified version of Rebeiz and Harb (2010)

8-item religiosity scale (we retained 7 out of the 8 items), which taps into intrinsic

religiosity, used and validated in the context of Iraq (Fischer, Harb, Al-Sarrafe, and

Nashabe, 2008) and Lebanon. Sample items include 11I consider myself a religious

person,” “My religion influences the way I choose to act in my routine life”. We added

four reverse-coded items to the scale to enhance its psychometric features, including

“Sometimes I wonder whether God really exists” and “I do not consider religion to

be a priority in my life”. Items are rated on a 5-point Likert-type scale ranging from

1 (strongly agree) to 5 (strongly disagree). This modified scale displayed excellent

reliability, with Cronbachs α = .90.

• Sectarian and national group identification.: Group identification was assessed

using items from two scales: we adapted from Phinney and Ongs (2007) revised Multi-
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group Ethnic Identity Measure (Phinney and Ong, 2007), and four items from Fischer,

Harb, Al-Sarraf, and Nashabe (2008). As such, group identification will be measured

using 10 items and rated on a five point Likert-type scale. It was found to have very

good reliability, with Cronbachs α = .89, among a Lebanese minority sample (Armenian

Lebanese; Ayanian and Harb, 2011). For each item, “religious sect” replaced “ethnic

group” for sectarian identification, and “Lebanon” for national identification, such as

My identity is mostly defined by my belonging to Lebanon (or my religious sect).

53



Sample Details

-----------------------------------------------------------------------------------------------------------------------------------  

Information International sal                                                 2                              Ref.#: 62-2/November 2017 

I. Sample Description 
 

500 completed questionnaires were collected for the purpose of the Opinion poll on the 

“Social and Political Attitudes and Beliefs Survey-Lebanon”. The distribution of 

questionnaires per Mohafaza is detailed in table 1. 

 

Table 1: Distribution of Questionnaires per Mohafaza 
 

Area # of Questionnaires % of Questionnaires 

Beirut 69 13.8 

Mount Lebanon 123 24.6 

South 54 10.8 

North 116 23.2 

Nabatieh 57 11.4 

Bekaa 81 16.2 

Total 500 100.0 

 

The distribution of the respondents by District is detailed in table 2. 

 

Table 2: Distribution of Questionnaires per District 
 

Area # of Questionnaires % of Questionnaires 

Beirut I 14 2.8 

Beirut II 16 3.2 

Beirut III 39 7.8 

Baabda 23 4.6 

Aley 17 3.4 

Jbeil 12 2.4 

Metn 27 5.4 

Chouf 28 5.6 

Keserwan 14 2.8 

Sour 24 4.8 

Jezzine 8 1.6 

Zahrani 14 2.8 

Saida 8 1.6 

Akkar 36 7.2 

Batroun 9 1.8 

Koura 9 1.8 

Tripoli 30 6 

Zgharta 11 2.2 

Bcharre 7 1.4 

Miniyeh-Dinniyeh 14 2.8 

Nabatiyeh 19 3.8 

Marjaayoun/ Hasbaya 21 4.2 

Bint Jbeil 19 3.8 

Zahle 22 4.4 

Baalbek 40 8 

West Beqaa-Rachaya 19 3.8 

Total 500 100.0 
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The distribution of the respondents by confession is detailed in table 3.  

 

Table 3: Distribution of the Respondents by Confession 
 

Confession Frequency % 

Maronite 108 21.6 

Greek Orthodox 41 8.2 

Catholic 25 5 

Armenian Orthodox 17 3.4 

Armenian Catholic 4 0.8 

Sunni 134 26.8 

Shiaa 135 27 

Druze 27 5.4 

Alawite 4 0.8 

Christian minorities  5 1 

Total 500 100.0 

 

The sample consisted of 58 % males and 42% females. 

 

II. Methodology 
 

In order to achieve the project’s objectives, Information International conducted a national 

quantitative survey with a sample of 500 Lebanese adult respondents across Lebanon, as 

per Client request. 

 

The questionnaires were distributed proportionally to the number of residents in each 

governorate (Mohafaza) of Lebanon (North, South, Nabatieh, Mount Lebanon, Beirut and 

Beqaa). 

 

Each governorate was stratified into districts (26 districts in total) and the capital city of 

each district was selected for the purpose of the survey. 

 

Information International adopted a multi-stage probability sampling to ensure a random, 

representative sample for identifying households and main respondents.   

 

The first stage consisted of selecting neighborhoods inside each selected area in a way to 

represent the make-up of the area, the second stage consisted of selecting households 

based on a systematic random sample in each selected neighborhood according to the 

estimated number of buildings in the neighborhood, and finally the third stage consisted of 

sampling a primary respondent within each household based on the most recent birthday.  

 

The interviewer asked about the total number of adults aged 18 years and above living in 

the household, and chose the one with the most recent birthday (at the date of the 

interview) to be the main respondent. If the selected person was not at home, a follow-up 

up to one additional time was conducted before declaring a non-response. This method 

ensured that everyone has an equal chance of inclusion, with no one allowed to self-select 

into the sample. 

 

If the selected respondent accepted to participate in the survey, the respondent was read the 

oral consent form and explained the objectives of the survey.  The interviewers re-assured 

the respondent that the questionnaire is voluntary, anonymous and confidential. 

 55



-----------------------------------------------------------------------------------------------------------------------------------  

Information International sal                                                 4                              Ref.#: 62-2/November 2017 

The field work started on November 9, 2017 and ended on November 23, 2017.  

 

Twenty Two (22) field workers were employed for the purpose of this survey.  

 

III. Issues in the Field 

 

The following incidents were faced in the field, detailed as below: 

 

1. Convincing the household head that the person to be interviewed is the person aged 18 

years and above whose birthday come next at the time of interview constituted a 

challenge. It took the field workers some effort to explain this methodology and the need 

for a representative sample of both genders and various age groups. 

 

2. 59 follow up cases were conducted with respondents (based on appointments after the 

first visit). Details of the follow up cases are presented in the table below. 
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Governorate District 1 time follow up (2 visits)

Beirut 1 1

Beirut 2 2

Beirut 3 5

8

Baabda 2

Aley 1

Jbeil 2

Metn 3

Chouf 1

Keserwan 2

11

Tyre 3

Jezzine 1

Saida 2

Zahrani 2

8

Akkar 4

Batroun 2

Koura 2

Tripoli 3

Zgharta 2

Bcharre 

Minieh-Dinnieh 3

16

Nabatieh 3

Marjeyoun/Hasbaya 2

Bint Jbeil 2

7

Zahle 2

Baalbek 4

West Beqaa/Rachaya 3

9

59Grand Total

North Lebanon

North Lebanon Total

Nabatieh

Nabatieh Total

Beqaa

Bekaa Total

South Lebanon Total

Beirut

Beirut Total

Mount Lebanon

Mount Lebanon Total

South Lebanon
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3. 72 respondents refused to participate in the survey. The refusal cases are detailed in the 

following table: 

 

Governorate District Refused

Beirut 1 2

Beirut 2 2

Beirut 3 6

10

Baabda 3

Aley 2

Jbeil 2

Metn 3

Chouf 4

Keserwan 2

16

Tyre 4

Jezzine 1

Saida 1

Zahrani 2

8

Akkar 6

Batroun 2

Koura 1

Tripoli 5

Zgharta 2

Bcharre 1

Minieh-Dinnieh 3

20

Nabatieh 2

Marjeyoun/Hasbaya 3

Bint Jbeil 2

7

Zahle 3

Baalbek 5

West Beqaa/Rachaya 3

11

72

Beirut

Beirut Total

Grand Total

Nabatieh

Nabatieh Total

Mount Lebanon

Beqaa

Beqaa Total

Mount Lebanon Total

North Lebanon Total

South Lebanon

South Lebanon Total

North Lebanon
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4. 35 potential households were not eligible for the survey as they were not Lebanese 

(Syrian refugees or Palestinians), in addition to another 40 households who did not have 

residents aged between 18-65 years at their premises (only old aged couples living alone). 

 

The non-eligibility cases are detailed in the following table: 

 
Governorate District Not Lebanese No one is available at home between 18 & 65 years old

Beirut 1 0 0

Beirut 2 1 1

Beirut 3 2 3

3 4

Baabda 3 2

Aley 1 1

Jbeil 0 2

Metn 0 3

Chouf 0 1

Keserwan 2 2

6 11

Tyre 2 2

Jezzine 0 1

Saida 1 1

Zahrani 2 1

5 5

Akkar 4 3

Batroun 1 1

Koura 1 1

Tripoli 3 2

Zgharta 0 1

Bcharre 0 0

Minieh-Dinnieh 2 1

11 9

Nabatieh 1 2

Marjeyoun/Hasbaya 2 2

Bint Jbeil 2 1

5 5

Zahle 1 2

Baalbek 1 3

West Beqaa/Rachaya 3 1

5 6

35 40Grand Total

North Lebanon

North Lebanon Total

Nabatieh

Nabatieh Total

Beqaa

Beqaa Total

South Lebanon Total

Beirut

Beirut Total

Mount Lebanon

Mount Lebanon Total

South Lebanon
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Regression Tables

Table B15: Effect of Primes on All Tweet Ratings

Tweet Rating User Rating Likely to Share

Religious ID 0.149 0.161 0.029
(0.410) (0.406) (0.404)

National ID 0.185 0.003 −0.118
(0.411) (0.422) (0.402)

Religious ID (Elite) −0.930∗ −0.962∗ −0.494
(0.432) (0.452) (0.408)

National ID (Elite) −0.471 −0.734 −0.441
(0.410) (0.416) (0.387)

Sunni Muslim 0.912∗ 0.760 0.067
(0.374) (0.401) (0.361)

Maronite Christian 0.187 0.226 0.689
(0.415) (0.434) (0.385)

Other Sect 0.736 0.683 0.333
(0.384) (0.398) (0.364)

Religiosity Index −0.015 0.005 0.014
(0.021) (0.021) (0.020)

Sectarian System Justification Index 0.033 0.020 0.030
(0.020) (0.021) (0.020)

Sectarianism Index 0.079 0.054 0.030
(0.047) (0.047) (0.043)

Motivation to Control Prejudice Index −0.073∗∗ −0.099∗∗∗ −0.057∗

(0.023) (0.024) (0.022)

Survey Date −0.076 −0.066 −0.035
(0.043) (0.045) (0.038)

Female −0.107 −0.029 0.210
(0.273) (0.279) (0.253)

Education Level 0.033 0.033 0.048
(0.099) (0.102) (0.095)

Observations 261 268 300

Note: ±p<0.01; ∗p<0.05; ∗∗p<0.01; ∗∗∗p<0.001
Estimates from ordered logit models. Standard Errors in parentheses.

60



Table B16: Effect of Primes on All Tweet Ratings (Odds Ratios)

Tweet Rating User Rating Likely to Share

Religious ID 1.160 1.175 1.029
t = 2.828 t = 2.895 t = 2.547

National ID 1.203 1.003 0.889
t = 2.926 t = 2.378 t = 2.212

Religious ID (Elite) 0.395 0.382 0.610
t = 0.914∗ t = 0.845∗ t = 1.498

National ID (Elite) 0.624 0.480 0.644
t = 1.522 t = 1.156 t = 1.662

Sunni Muslim 2.490 2.139 1.069
t = 6.657∗ t = 5.340 t = 2.961

Maronite Christian 1.205 1.254 1.991
t = 2.906 t = 2.887 t = 5.175

Other Sect 2.088 1.980 1.395
t = 5.431 t = 4.979 t = 3.828

Religiosity Index 0.985 1.005 1.015
t = 47.143 t = 46.760 t = 51.965

Sectarian System Justification Index 1.034 1.020 1.031
t = 51.443 t = 49.360 t = 52.837

Sectarianism Index 1.082 1.055 1.031
t = 23.145 t = 22.511 t = 24.249

Motivation to Control Prejudice Index 0.930 0.906 0.944
t = 39.961∗∗ t = 37.438∗∗∗ t = 42.260∗

Survey Date 0.927 0.936 0.966
t = 21.498 t = 20.749 t = 25.457

Female 0.898 0.971 1.234
t = 3.296 t = 3.475 t = 4.873

Education Level 1.033 1.033 1.049
t = 10.457 t = 10.121 t = 11.061

Observations 261 268 300

Note: ±p<0.01; ∗p<0.05; ∗∗p<0.01; ∗∗∗p<0.001
Estimates are odds ratios transformed from ordered logit models.
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Table B17: Effect of Primes on Sectarian Tweet Ratings

Tweet Rating User Rating Likely to Share

Religious ID 0.452 0.632 0.939±

(0.409) (0.411) (0.493)

National ID 0.464 0.230 0.230
(0.410) (0.431) (0.519)

Religious ID (Elite) −0.390 −0.544 −0.483
(0.415) (0.448) (0.597)

National ID (Elite) −0.108 −0.160 −0.090
(0.402) (0.404) (0.525)

Sunni Muslim 1.248∗∗ 1.681∗∗∗ 1.285∗∗

(0.387) (0.423) (0.494)

Maronite Christian 0.051 0.424 0.080
(0.395) (0.442) (0.560)

Other Sect 0.425 1.015∗ 0.072
(0.370) (0.411) (0.531)

Religiosity Index −0.007 −0.005 0.005
(0.021) (0.021) (0.026)

Sectarian System Justification Index 0.035± 0.025 0.042±

(0.020) (0.020) (0.024)

Sectarianism Index 0.138∗∗ 0.124∗∗ 0.126∗

(0.047) (0.047) (0.058)

Motivation to Control Prejudice Index −0.039± −0.056∗ −0.062∗

(0.024) (0.023) (0.028)

Survey Date −0.032 −0.055 −0.122∗

(0.041) (0.046) (0.061)

Female −0.162 −0.261 0.353
(0.269) (0.279) (0.337)

Education Level 0.130 0.091 0.066
(0.099) (0.104) (0.123)

Observations 272 280 308

Note: ±p<0.01; ∗p<0.05; ∗∗p<0.01; ∗∗∗p<0.001
Estimates from ordered logit models. Standard Errors in parentheses.
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Table B18: Effect of Primes on Sectarian Tweet Ratings (Odds Ratio)

Tweet Rating User Rating Likely to Share

Religious ID 1.572 1.882 2.557
t = 3.843 t = 4.581 t = 5.186±

National ID 1.590 1.258 1.258
t = 3.882 t = 2.919 t = 2.425

Religious ID (Elite) 0.677 0.581 0.617
t = 1.631 t = 1.296 t = 1.033

National ID (Elite) 0.897 0.852 0.914
t = 2.234 t = 2.107 t = 1.742

Sunni Muslim 3.483 5.373 3.615
t = 8.991∗∗ t = 12.707∗∗∗ t = 7.312∗∗

Maronite Christian 1.053 1.528 1.083
t = 2.665 t = 3.458 t = 1.934

Other Sect 1.530 2.758 1.075
t = 4.131 t = 6.707∗ t = 2.025

Religiosity Index 0.993 0.995 1.006
t = 48.220 t = 48.224 t = 39.063

Sectarian System Justification Index 1.035 1.026 1.043
t = 51.102 t = 50.457 t = 42.843

Sectarianism Index 1.148 1.132 1.135
t = 24.479∗∗ t = 24.089∗∗ t = 19.673∗

Motivation to Control Prejudice Index 0.961 0.946 0.940
t = 40.699 t = 40.384∗ t = 33.795∗

Survey Date 0.968 0.947 0.886
t = 23.483 t = 20.651 t = 14.431∗

Female 0.851 0.770 1.424
t = 3.160 t = 2.760 t = 4.226

Education Level 1.138 1.095 1.068
t = 11.477 t = 10.560 t = 8.656

Observations 272 280 308

Note: ±p<0.01; ∗p<0.05; ∗∗p<0.01; ∗∗∗p<0.001
Estimates from ordered logit models. Standard Errors in parentheses.
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Table B19: Effect of Primes on Counter-Sectarian Tweet Ratings (Odds Ratios)

Tweet Rating User Rating Likely to Share

Religious ID 1.525 2.018 1.571
t = 2.900 t = 3.976 t = 4.211

National ID 2.523 2.121 1.237
t = 4.569± t = 4.226 t = 3.428

Religious ID (Elite) 6.301 3.366 1.455
t = 8.739∗ t = 5.886∗ t = 3.900

National ID (Elite) 3.387 4.152 1.518
t = 5.711∗ t = 7.285∗ t = 4.203

Sunni Muslim 2.365 3.738 2.055
t = 3.619 t = 6.536∗ t = 5.999∗

Maronite Christian 0.786 1.618 0.476
t = 1.241 t = 2.898 t = 1.308∗

Other Sect 0.704 1.161 0.675
t = 1.232 t = 2.385 t = 2.009

Religiosity Index 0.995 0.995 1.010
t = 35.481 t = 37.458 t = 54.054

Sectarian System Justification Index 0.989 0.992 1.002
t = 34.228 t = 36.264 t = 55.681

Sectarianism Index 1.077 1.073 0.961
t = 15.948 t = 17.603 t = 24.780

Motivation to Control Prejudice Index 1.126 1.111 1.027
t = 35.974∗∗∗ t = 38.599∗∗∗ t = 50.004

Survey Date 1.161 1.194 0.981
t = 15.731∗ t = 17.509∗∗ t = 27.320

Female 0.557 0.639 0.983
t = 1.341 t = 1.700 t = 4.226

Education Level 1.309 1.023 0.978
t = 9.038± t = 7.950 t = 11.508

Observations 345 345 351

Note: ±p<0.01; ∗p<0.05; ∗∗p<0.01; ∗∗∗p<0.001
Estimates are odds ratios transformed from ordered logit models.
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Table B20: Effect of Primes on Counter-Sectarian Tweet Ratings

Tweet Rating User Rating Likely to Share

Religious ID 0.081 0.030 1.212∗

(0.333) (0.344) (0.603)

National ID 0.106 0.105 0.579
(0.324) (0.335) (0.580)

Religious ID (Elite) 0.744∗ 0.626± 0.697
(0.335) (0.347) (0.601)

National ID (Elite) 0.462 0.404 0.636
(0.320) (0.331) (0.580)

Sunni Muslim 0.680∗ 0.833∗ 0.791
(0.317) (0.328) (0.567)

Maronite Christian 0.073 0.145 −1.524∗∗

(0.329) (0.340) (0.585)

Other Sect 0.044 0.084 −0.849
(0.308) (0.319) (0.556)

Religiosity Index −0.005 −0.006 0.008
(0.017) (0.017) (0.030)

Sectarian System Justification Index −0.018 −0.015 0.002
(0.016) (0.017) (0.029)

Sectarianism Index 0.003 0.025 −0.056
(0.035) (0.036) (0.062)

Motivation to Control Prejudice Index 0.112∗∗∗ 0.106∗∗∗ 0.018
(0.018) (0.019) (0.032)

Survey Date 0.054 0.072∗ −0.051
(0.034) (0.035) (0.059)

Female −0.233 −0.160 0.207
(0.212) (0.219) (0.377)

Education Level 0.075 0.004 0.068
(0.077) (0.080) (0.138)

Constant 3.733∗∗ 3.318∗∗ 4.576∗

(1.222) (1.265) (2.197)

Observations 345 345 351
R2 0.150 0.136 0.077
Adjusted R2 0.114 0.099 0.039
Residual Std. Error 1.857 (df = 330) 1.922 (df = 330) 3.353 (df = 336)
F Statistic 4.168∗∗∗ (df = 14; 330) 3.702∗∗∗ (df = 14; 330) 2.006∗ (df = 14; 336)

Note: ±p<0.01; ∗p<0.05; ∗∗p<0.01; ∗∗∗p<0.001
Estimates are from ordered logit models.
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Survey-Response By Tweet Type

Breaking the results of the survey experiment by tweet type, the coefficient plots in

Figure B1 show that the common religious identity prime with elite support has a negative

(though statistically insignificant) effect on subjects’ favorability ratings of sectarian tweets,

favorability ratings of the users who sent the tweets and likelihood of sharing the tweets.

However, this prime also had a positive statistically significant effect on users’ favorability

ratings of counter-sectarian tweets and the users who sent them, as Figure B1. Subjects

who received an elite common religious identity prime were over six times as likely to rate

counter-sectarian tweets favorably and almost three times as likely to rate the users who

sent them favorably, relative to the control group. Figure B1 displays the results of ordered

logit models.16

In contrast to the results of our Twitter experiment, Figure B1 demonstrates that the

common religious identity prime without elite support appears to make people more likely to

rate sectarian messages positively and to say that they would pass such messages onto their

followers. However, the same prime also made individuals more likely to provide positive

ratings of counter-sectarian tweets, decreasing the combined sectarian rating of their tweets

in aggregate (Figure 8). Notably, the common religious identity prime without elite support

also reduces non-response among our respondents when rating sectarian tweets, which may

be driving the unexpected positive ratings of sectarian tweets. Details on these patterns of

non-response are reported in Appendix B.

Non-Response Patterns

Many respondents refused to rate some of the sectarian tweets. Almost one quarter of

the users in our sample refused to rate at least one sectarian tweet. 76 respondents refused to

rate one of the four sectarian tweets, 32 respondents refused to rate 2, 23 respondents refused

to rate 3, and 13 respondents refused to rate all four. As Figure B2 below demonstrates, this

appears to be the case. Receiving a common religious identity prime is negatively associated

with refusing to rate sectarian tweets.

By contrast, refusal to rate counter-sectarian tweets is not significantly associated with

any of our treatments.

16Because our outcome variables of interest—tweet favorability rating, user favorability rating, and like-
lihood of sharing the tweet—are ordinal variables we use ordered logit models. Regression tables including
exponentiated coefficients are provided in Appendix B.
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Figure B1: Effect of Primes on Sectarian and Counter-Sectarian Tweet Ratings

Sectarian Tweet Ratings

●

●

●

●

●

●

●

●

●

●

●

●

 Tweet Rating  User Rating Likely to Share

−1 0 1 2 −1 0 1 2 −1 0 1 2

National ID 

National ID (Elite)

Religious ID

Religious ID (Elite)

Ordered log−odds Estimates

Tr
ea

tm
en

ts

This coefficient plot shows the results of three ordinal logit models, where the outcome variable
is an ordinal rating of sectarian tweets as “Unfavorable”, “Neither Favorable nor Unfavor-
able”, or “Favorable.” Estimates are ordered log-odds. This model includes covariates and
the full output is displayed in regression Table B17 in Appendix B. Odds ratios are reported
in Table B18 in Appendix B.

Counter-Sectarian Tweet Ratings
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This coefficient plot shows the results of three ordinal logit models, where the outcome variable
is an ordinal rating of counter-sectarian tweets as “Unfavorable”, “Neither Favorable nor
Unfavorable”, or “Favorable.” Estimates are ordered log-odds. This model includes covariates
and the full output is displayed in regression Table B20 in Appendix B. Odds ratios are
reported in Table B19 in Appendix B.
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Figure B2: Effect of Primes on Refusal to Rate Sectarian Tweets
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This coefficient plot shows the results of three logit models, where the outcome variable is
a dummy variable “Refused to Answer”, which takes the value of zero or 1. Estimates are
ordered log-odds. This model includes covariates.
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Figure B3: Effect of Primes on Refusal to Rate Counter-Sectarian Tweets
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This coefficient plot shows the results of three logit models, where the outcome variable is
a dummy variable “Refused to Answer”, which takes the value of zero or 1. Estimates are
ordered log-odds. This model includes covariates.
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